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Course contents:
1. Transformers in Computer Vision
2. Transformers in Object Detection
3. Transformers in Autonomous Driving
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What is convolution?
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Convolution Example

Input:
1 4 −1 0 2 −2 1 3 3 1

Filter:
1 2 0 −1

Output:

9 0 1 3 −5 −3 6

Source: François Fleuret’s deep learning course
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Convolutions in 2D

Source: Stanford deep learning tutorial
5 / 38

http://ufldl.stanford.edu/tutorial/supervised/FeatureExtractionUsingConvolution/


LeNet

LeNet-5 in 1998
https://en.wikipedia.org/wiki/LeNet
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AlexNet

AlexNet in 2012
https://machinelearningmastery.ru/the-w3h-of-alexnet-vggnet-resnet-and-inception-7baaaecccc96/
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Inductive Bias in Neural Networks

I Definition:
I Inductive bias refers to the set of assumptions a learning algorithm makes to

generalize from the training data to unseen data.

I Importance:
I Helps in guiding the learning process and making predictions.
I Determines the types of patterns a model can learn.

I Examples in Neural Networks:
I Convolutional Neural Networks (CNNs): Assumption of spatial hierarchies in images.
I Recurrent Neural Networks (RNNs): Assumption of sequential dependencies in

time-series data.
I Trade-offs:

I Stronger biases can lead to faster learning but may reduce flexibility.
I Weaker biases increase flexibility but may require more data.
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Two pillars of deep learning:

I Large amounts of rich diverse data
I Large amounts of compute
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AlexNet

Visualizing parameters

Francois Fleuret’s Deep Learning Course
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AlexNet

Visualizing activations
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AlexNet
Visualizing activations
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AlexNet

Francois Fleuret’s Deep Learning Course
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VGG

https://www.fatalerrors.org/a/build-vgg16-training-cifar10-data-set.html
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ResNet

conv3x3

conv3x3

xl

xl+1

conv1x1

conv3x3

conv1x1

xl

xl+1

(Zagoruyko and Komodakis 2016)
18 / 38



What is a Transformer?
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Self-attention

Core operation in the Transformer:

Q = WqX
K = WkX
V = WvX

Z = softmax(QKT
√

d
)V

I Quadratic cost
I Input order equivariant
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Multi-head attention ����

Scaled Dot-Product Attention Multi-head Attention

Attention(Q,K ,V ) = softmax(QKT
√

dk
)V

MultiHead(Q,K ,V ) = Concat(H1, ...,Hh)W O

Hi = Attention(QW Q
i ,KW K

i ,VW V
i ), i = 1, ..., h

W Q
i ∈ Rdmodel×dk ,W K

i ∈ Rdmodel×dk ,W V
i ∈ Rdmodel×dv ,W O

i ∈ Rhdv×dmodel
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Original Transformer (Vaswani et al. 2017)
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Seq2Seq Translation: Apple to Pomme

a p p l e

p o m m e

Encoder

Decoder
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ViT: Vision Transformers

Vision Transformer, ��� ViT (Dosovitskiy et al. 2020) - ������� ����������� ��� �������������
�����������.

Inspired by the Transformer scaling successes in NLP, we experiment with
applying a standard Transformer directly to images, with the fewest possible
modifications. To do so, we split an image into patches and provide the se-
quence of linear embeddings of these patches as an input to a Transformer.
Image patches are treated the same way as tokens (words) in an NLP ap-
plication. We train the model on image classification in supervised fashion.
(Dosovitskiy et al. 2020)
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ViT: Vision Transformers

Transformer Encoder

MLP 
Head

Vision Transformer  (ViT)

*

Linear Projection of Flattened Patches
*  Extra learnable

     [ c l ass]  embedding

1 2 3 4 5 6 7 8 90Patch + Position 
Embedding

Class
Bird
Ball
Car
...

Embedded 
Patches

Multi-Head 
Attention

Norm

MLP

Norm

+L x

+

Transformer  Encoder

(Dosovitskiy et al. 2020)
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ViT attention
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What is CLIP?

I CLIP stands for Contrastive Language–Image Pretraining.
I Developed by OpenAI, it combines text and image understanding.
I Utilizes a large dataset of text-image pairs for training.

https://openai.com/index/clip
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Object Detection

Object Detection
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Object Detection

B
O

X
 M

A
P

Fast-RCNNFast-RCNNFast-RCNN

SSD512SSD512SSD512

Faster R-CNN (box refinement, context, multi-scale testing)Faster R-CNN (box refinement, context, multi-scale testing)Faster R-CNN (box refinement, context, multi-scale testing)

Mask R-CNN (ResNeXt-101-FPN)Mask R-CNN (ResNeXt-101-FPN)Mask R-CNN (ResNeXt-101-FPN)

D-RFCN + SNIP (DPN-98 with flip, multi-scale)D-RFCN + SNIP (DPN-98 with flip, multi-scale)D-RFCN + SNIP (DPN-98 with flip, multi-scale)

NAS-FPN (AmoebaNet-D, learned aug)NAS-FPN (AmoebaNet-D, learned aug)NAS-FPN (AmoebaNet-D, learned aug)

DetectoRS (ResNeXt-101-64x4d, multi-scale)DetectoRS (ResNeXt-101-64x4d, multi-scale)DetectoRS (ResNeXt-101-64x4d, multi-scale)

DyHead (Swin-L, multi scale, self-training)DyHead (Swin-L, multi scale, self-training)DyHead (Swin-L, multi scale, self-training)
FocalNet-H (DINO)FocalNet-H (DINO)FocalNet-H (DINO) Co-DETRCo-DETRCo-DETR

Other models Models with highest box mAP

2016 2018 2020 2022 2024

0

20

40

60

80

https://paperswithcode.com/sota/object-detection-on-coco
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YOLO

S × S grid on input

Bounding boxes + confidence

Class probability map

Final detections
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Classical approach to detection

I Popular approach: detection := classification of boxes

I Requires selecting a subset of candidate boxes
I Regression step to refine the predictions
I Typically non-differentiable
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DETR: Rethinking object detection

I Neural machine translation from features to boxes

CNN

set of image features

transformer
encoder-decoder

set of box predictions

I End-to-end parallel set prediction
I Global scene reasoning
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Streamlined detection pipeline
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34 / 38

I We use standard ResNet from torchvision

I Pretraining on Imagenet is key (labels or SSL)
I We use 2D sine/cosine embeddings
I Embeddings are added to features
I We use 6 layers of transformer

encoder
I Global reasoning through attention
I Starts separating instances

I We use 6 layers of transformer
decoder;

I Attention focuses on extremities
I Predictions are refined at each layer

in parallel

Attention(500, 400)

Attention(220, 350) Attention(150, 850)

Attention(220, 530) ;;

positional encoding

CNN

Backbone

+ transformer
encoder

• • •

• • •

Encoder

transformer
decoder

Decoder

FFN

FFN

no
object

class,
bbox

FFN

FFN

class,
bbox

no
object

Heads
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Decoder attention weights

6 decoder layers of:
I self-attention
I enc-dec attention
I FFN
I LayerNorm

All outputs are decoded in parallel

Attention focuses on extremities
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Decoder: no NMS needed

I AP/AP50 goes up in lower layers (no
communication)

I AP goes down in the last layers
I AP50 goes up slightly

There is no need for NMS in DETR
1 2 3 4 5 6

34

36

38

40

42

decoder layer

AP

AP No NMS
AP NMS=0.7

1 2 3 4 5 6

54

56

58

60

62

decoder layer

AP
50

AP No NMS
AP NMS=0.7
AP50 No NMS
AP50 NMS=0.7
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Decoder attention weights
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Transformer architecture variations

I Base transformer
39.2 APa

I No input positional encoding
32.8 AP

I Encodings in decoder attentions only
39.3 AP

I Encodings in all attentions
40.6 AP

aAshish Vaswani et al. (2017). “Attention is All you
Need”. In: NeurIPS.
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Transformer architecture variations

I Base transformer
39.2 APa

I No input positional encoding
32.8 AP

I Encodings in decoder attentions only
39.3 AP

I Encodings in all attentions
40.6 AP

All transformer parts are contributing!

aAshish Vaswani et al. (2017). “Attention is All you
Need”. In: NeurIPS.
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Transformers in Autonomous driving

Sergey Zagoruyko



AV companies: the US



AV companies: Russia

• Yandex's autonomous cars have 
driven over six million miles in 
'challenging conditions'

• https://www.youtube.com/watch?v=q
-ekm7uqeq8

https://www.engadget.com/yandex-autonomous-cars-moscow-driving-milestone-105839896.html
https://www.youtube.com/watch?v=q-ekm7uqeq8


• When did first 
autonomous vehicle 
was developed?

https://youtu.be/YZ6nPhUG2i0

In 1980s Ernst Dickmanns developed 
a system which was able to drive 
more than 1000 kms autonomously!

https://youtu.be/YZ6nPhUG2i0


• What kind of machine 
learning is used in 
robots?

None.



6

Autonomous Driving stack
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Slide credit: Ana Ferreira and Christian Perone



14



15

Slide credit: Ana Ferreira and Christian Perone
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Slide credit: Ana Ferreira and Christian Perone
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Slide credit: Ana Ferreira and Christian Perone



Imitation learning
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• Does not work out of the box for AV planning
• One way to make it work is to add perturbations

ChauffeurNet: Learning to Drive by Imitating the Best and Synthesizing the Worst
Mayank Bansal, Alex Krizhevsky, Abhijit Ogale
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Transformers in Perception



Autonomous Driving datasets

• KITTI
• Waymo Open Dataset
• nuScenes / nuPlan / nuImages
• Lyft prediction / perception datasets
• Yandex Vehicle Motion Prediction
• …
• Many more



Autonomous Driving datasets

• KITTI: detection



Autonomous Driving datasets

• KITTI: stereo



Autonomous Driving datasets

• KITTI: tracking



Autonomous Driving datasets

• KITTI: road lane detection



Autonomous Driving datasets

• KITTI: road lane detection



Autonomous Driving datasets

• KITTI: segmentation



Autonomous Driving datasets

• nuScenes
• nuPlan
• nuImages



HDMapNet



HDMapNet



DETR: End-to-end Object Detection

Applying NMT to translate CNN features to detections:



VectorMapNet and MapTR

Liu et al, VectorMapNet: End-to-end Vectorized HD Map Learning 



PointPillars



End-to-end multi-camera 3D MOT

Pang et al., Standing Between Past and Future: Spatio-Temporal Modeling for Multi-Camera 3D Multi-Object Tracking



Perception problems

40

Planning and simulation uncover perception problems:

1. Long tail
2. Data collection and annotation are expensive
3. Offline perception is computationally heavy
4. Requires storing large amounts of data
5. Creating high-definition maps is difficult, become obsolete with time



Anecdotal cases: trucks

Problem for simulation 
and planning



Anecdotal cases: trucks



Anecdotal cases: animals
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Transformers in Motion Planning
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Ensuring safety
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SafePathNet

53

Pick safest trajectory 
according to predictions

Safe Real-World Autonomous Driving by Learning to Predict and Plan with a Mixture of Experts (Pini, 2022)



SafePathNet

54

Similar to DETR

Learns multiple futures 
in unsupervised way



SafePathNet
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Tabular Deep Learning
Lecturer: Artem Babenko

ASCOMP 2024



Lecturer

● Artem Babenko, Research Lead @ Yandex Research
● Publications on deep/machine learning for tabular data by Yandex Research

○ (NeurIPS 2018) CatBoost: unbiased boosting with categorical features
○ (ICLR 2020) Neural Oblivious Decision Ensembles for Deep Learning on Tabular Data
○ (NeurIPS 2021) Revisiting Deep Learning Models for Tabular Data
○ (NeurIPS 2022) On Embeddings for Numerical Features in Tabular Deep Learning
○ (arXiv 2022) Revisiting Pretraining Objectives for Tabular Deep Learning
○ (ICML 2023) TabDDPM: Modelling Tabular Data with Diffusion Models
○ (ICLR 2024) TabR: Tabular Deep Learning Meets Nearest Neighbors
○ (2024) Several projects under submission

● Tabular DL projects by Yandex Research: github.com/yandex-research/rtdl
(RTDL = Research on Tabular Deep Learning)

http://github.com/yandex-research/rtdl


YR Tabular DL team
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Tabular data
A B

... ...

... ...

... ...

X

C

...

...

...

y

Tabular data — two-dimensional tables
● rows ~ objects
● columns ~ features

Today we focus on
● supervised regression
● supervised classification

Applications
● everyday tasks…

● …and many others



Notation



Metrics

Metrics are used to evaluate how well predictions approximate labels.
Example: Root Mean Squared Error (RMSE)



Dataset splitting



Data preprocessing

Continuous features
● QuantileTransformer
● QuantileTransformer with noise (example)
● StandardScaler
● Missing data: x → (0, 1) if x is NaN else (x, 0)

Categorical features
● One-hot encoding

(typically used when the number of distinct 
values is not too high)

● Embeddings
● Missing data: make NaN a new category

Binary features
● Just encode as {0, 1}
● Missing data: any reasonable 

strategy (see “Continuous” 

and “Categorical”)

Ordinal features
● OrdinalEncoder
● Thermometer encoding
● Cumulative embeddings

P.S. Standardize regression labels

https://scikit-learn.org/stable/modules/generated/sklearn.preprocessing.QuantileTransformer.html
https://github.com/yandex-research/rtdl-num-embeddings/blob/main/package/example.ipynb
https://scikit-learn.org/stable/modules/generated/sklearn.preprocessing.StandardScaler.html
https://scikit-learn.org/stable/modules/generated/sklearn.preprocessing.OrdinalEncoder.html


Specifics of Tabular ML problems

● Limited dataset sizes

● Heterogeneous and mixed-type features

● Each problem has its own nature

● Target dependencies are often “ill-behaved”
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Classic machine learning algorithms

● K-Nearest neighbors
● Linear model (Linear regression, Logistic regression, …)

● Support vector machine (SVM)
● Decision tree
● Random forest
● Gradient-boosted decision tree (GBDT)



Gradient Boosting Decision Trees (GBDT)



GBDT is a strong baseline for Tabular ML

● Efficient 
● Easy-to-use
● Effective

Best DL model vs XGBoost on the academic benchmark of ~40 datasets
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Chaos in Tabular DL before 2021

Differentiable trees
● NODE (Popov et al., 2020)

“Attention”-based models
● AutoInt (Song et al., 2019)
● TabNet (Arik and Pfister, 2020)

Multiplicative feature interactions
● DCN2 (Wang et al., 2020)

Specific activation functions
● SNN (Klambauer et al., 2017)

Boosting-like models
● GrowNet (Badirli et al., 2020)

And many others
● …



2021: Are we really making progress in Tabular DL? [1,2,3]

[1] Revisiting Deep Learning Models for Tabular Data, Gorishniy et al., 2021

[2] Tabular Data: Deep Learning is not all you need, Schwartz-Ziv et al., 2021

[3] Regularization is all you need: simple neural nets can excel on tabular data, Kadra et al., 2021

● Tuning protocols and evaluation are often unfair
● GBDT is still superior to DL
● Sophisticated DL models are often inferior to simple ones
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● Simple and fast
● Average performance

MLP

One MLP block



ResNet for Tabular Data

● Inspired by ResNet (He at al., 2015)
● Quite simple and relatively fast
● Hopefully, more powerful than MLP

One ResNet block



FT-Transformer (Ours)

● Based on Transformer (Vaswani et al., 2017) 
● Slower than ResNet
● Hopefully, more powerful than MLP and ResNet

FT-Transformer



FT-Transformer (Ours)

Feature Tokenizer One Transformer block



Experiments



● Tuning
○ mostly Optuna (Akiba et al., 2019)

(50-100 iterations)
○ grid search from original papers

● Evaluation
○ 15 random seeds
○ ensembles: three ensembles

(each consists of five single models)

● No DL tricks
○ no augmentation
○ no lr scheduling
○ no pretraining
○ etc.

Experiments: datasets and protocol

N ~ dataset size                    B ~ binary

K ~ number of features         M ~ multiclass

Dataset N K Metric
California Housing 21K 8 RMSE

Adult 49K 14 Accuracy (B)
Helena 66K 27 Accuracy (M)
Jannis 84K 54 Accuracy (M)

Higgs (small) 99K 28 Accuracy (B)
ALOI 108K 128 Accuracy (M)

Epsilon 500K 2000 Accuracy (B)
Year 516K 90 RMSE

Covtype 582K 54 Accuracy (M)
Yahoo 710K 699 RMSE

Microsoft 1201K 136 RMSE



Experiments: Neural Networks

Takeaways

● MLP is still a good sanity check
● ResNet is a strong baseline
● FT-Transformer outperforms existing solutions 

on most of the tasks
● Tuning matters

Model Average rank (std)
TabNet 7.5 (2.0)

SNN 6.4 (1.4)
AutoInt 5.7 (2.3)

GrowNet 5.7 (2.2)
MLP 4.8 (1.9)

DCN V2 4.7 (2.0)
NODE 3.9 (2.8)

ResNet 3.3 (1.8)
FT-Transformer 1.8 (1.2)



Experiments: FT-Transformer vs GBDT
(ensembles)

(d) ~ default configuration    *out of competition Accuracy RMSE Best

Takeaways

● ensemble of default FT-Transformers is a powerful thing

Dataset CA AD HE JA HI AL EP YE CO YA MI 

#objects 20K 49K 65K 84K 98K 108K 500K 515K 581K 710K 1200K

XGBoost (d) 0.462 0.874 0.348 0.711 0.717 0.924 0.88 9.192 0.964 0.761 0.751
CatBoost (d) 0.428 0.873 0.386 0.724 0.728 0.948 0.889 8.885 0.91 0.749 0.744

FT-Transformer (d) 0.454 0.86 0.395 0.734 0.731 0.966 0.897 8.727 0.973 0.747 0.742

FT-Transformer* 0.448 0.86 0.398 0.739 0.731 0.967 0.898 8.751 0.973 0.747 0.743



Experiments: ResNet & FT-Transformer vs GBDT 
(ensembles)

Accuracy    RMSE    

Best

Takeaways

● “DL vs GBDT” is an open problem

● FT-Transformer reduces the gap 

between ResNet and GBDT

Dataset CA AD HE JA HI AL EP YE CO YA MI 

#objects 20K 49K 65K 84K 98K 108K 500K 515K 581K 710K 1200K

XGBoost 0.431 0.872 0.377 0.724 0.728 - 0.886 8.819 0.969 0.732 0.742
CatBoost 0.423 0.874 0.388 0.727 0.729 - 0.89 8.837 0.968 0.74 0.741

ResNet 0.478 0.857 0.398 0.734 0.731 0.966 0.898 8.77 0.967 0.751 0.745
FT-Transformer 0.448 0.86 0.398 0.739 0.731 0.967 0.898 8.751 0.973 0.747 0.743



An intriguing property of FT-Transformer

~ easy for GBDT

~ easy for ResNet

Takeaways

● FT-Transformer is a more 

universal architecture for 

Tabular Data

● Further research is needed to 

understand this phenomenon



Conclusion
● MLP and ResNet

○ fast and strong baselines

● FT-Transformer

○ slower
○ can yield even better performance

● FT-Transformer is a more universal architecture for 
Tabular Data

● Python package with the new models:
pip install rtdl

● Source code:
https://github.com/yandex-research/rtdl

https://github.com/yandex-research/rtdl
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How can we improve FT-Transformer?

(2022) On Embeddings for Numerical Features in Tabular Deep Learning



How can we improve FT-Transformer?

Looks too simple

(2022) On Embeddings for Numerical Features in Tabular Deep Learning



But wait…

What if we combine this with MLP?

(2022) On Embeddings for Numerical Features in Tabular Deep Learning



● Transformers perform well

○ The only model with embeddings for numerical features

Moreover…

(2022) On Embeddings for Numerical Features in Tabular Deep Learning
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● Transformers perform well
○ The only model with embeddings for numerical features

● GBDTs process numerical features via thresholds
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Moreover…
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● Transformers perform well
○ The only model with embeddings for numerical features

● GBDTs process numerical features via thresholds
● MLP is a universal approximator in theory…

● … but not in practice. Though, changing the input space can help

○ “Fourier Features Let Networks Learn High Frequency Functions 

in Low Dimensional Domains” (Matthew Tancik et al., 2020)

○ “NeRF: Representing Scenes as Neural Radiance Fields for View 

Synthesis” (Ben Mildenhall et al., 2020)

Moreover…

(2022) On Embeddings for Numerical Features in Tabular Deep Learning



Input representation matters
Fourier Features Let Networks Learn 

High Frequency Functions in Low 

Dimensional Domains (Tancik et al., 

NeurIPS 2020)

The original image



● Transformers perform well
○ The only model with embeddings for numerical features

● GBDTs process numerical features via thresholds
● MLP is a universal approximator in theory…

● … but not in practice. Though, changing the input space can help

○ “Fourier Features Let Networks Learn High Frequency Functions 

in Low Dimensional Domains” (Matthew Tancik et al., 2020)

○ “NeRF: Representing Scenes as Neural Radiance Fields for View 

Synthesis” (Ben Mildenhall et al., 2020)

● Little work on numerical features processing

Moreover…

(2022) On Embeddings for Numerical Features in Tabular Deep Learning



Questions

● Can we improve the way numerical features are processed?

● Can MLP-like models benefit from embeddings for numerical features?

(2022) On Embeddings for Numerical Features in Tabular Deep Learning



MLP with embeddings

Without embeddings With embeddings

(2022) On Embeddings for Numerical Features in Tabular Deep Learning



Piecewise-linear encoding

(2022) On Embeddings for Numerical Features in Tabular Deep Learning



Piecewise-linear encoding

For Transformer-based models:
● - the embedding of the t-th bin

(2022) On Embeddings for Numerical Features in Tabular Deep Learning



Piecewise-linear encoding

Quantile binning

(2022) On Embeddings for Numerical Features in Tabular Deep Learning



Piecewise-linear encoding

Quantile binning Target-aware binning

(2022) On Embeddings for Numerical Features in Tabular Deep Learning



Periodic activation functions

● (this approach is unrelated to PLE)
● Inspired by the success of periodic functions in other fields

(2022) On Embeddings for Numerical Features in Tabular Deep Learning



Other approaches

● Stacking “conventional” layers (linear, ReLU, SoftMax, …)

● Stacking “conventional” layers on top of PLE or Periodic

(2022) On Embeddings for Numerical Features in Tabular Deep Learning



Model names

Embedding name Embedding function f_i Comment

L Linear(x)

LR ReLU(Linear(x))

Q-LR ReLU(Linear(PLE(x))) quantile-based PLE

T-LR ReLU(Linear(PLE(x))) target-based PLE

PLR ReLU(Linear(Periodic(x))) The “LR” addition is more 

important, than for PLE

Model name = <Backbone-Embedding>
Examples:

● Transformer-L (== FT-Transformer)
● MLP-PLR (2022) On Embeddings for Numerical Features in Tabular Deep Learning



● Tuning
○ mostly Optuna (Akiba et al., 2019)

(50-100 iterations)

● Evaluation
○ 15 random seeds
○ ensembles: three ensembles

(each consists of five single models)

● No DL tricks
○ no augmentation
○ no lr scheduling
○ no pretraining
○ etc.

Experiments: datasets and protocol

N ~ dataset size                    B ~ binary

K ~ number of features         M ~ multiclass

Dataset N K Metric
Gesture 10K 32 Accuracy (M)

Churn modelling 10K 11 Accuracy (B)
Eye movements 11K 26 Accuracy (M)

California Housing 21K 8 RMSE
House pricing 23K 16 RMSE
Adult income 49K 14 Accuracy (B)
Otto products 62K 93 Accuracy (M)
Higgs (small) 98K 28 Accuracy (B)

FB comments 197K 51 RMSE
Santander 200K 200 Accuracy (M)
Covertype 581K 54 Accuracy (M)
Microsoft 1201K 136 RMSE

(2022) On Embeddings for Numerical Features in Tabular Deep Learning



● The benchmark is biased towards GBDT-friendly 
problems

● MLP-LR is consistently better than MLP

Experiments: results
Model Average rank (std.)

CatBoost 6.8 (4.9)
XGBoost 9.0 (5.7)

MLP 15.6 (2.4)
MLP-LR 10.2 (4.4)

MLP-Q-LR 10.7 (4.6)
MLP-T-LR 10.3 (3.8)
MLP-PLR 4.9 (4.8)

Transformer-L 10.6 (3.3)
Transformer-LR 9.4 (4.1)

Transformer-Q-LR 8.5 (5.5)
Transformer-T-LR 7.2 (4.6)
Transformer-PLR 6.0 (4.5)

(2022) On Embeddings for Numerical Features in Tabular Deep Learning



Experiments: results

● The benchmark is biased towards GBDT-friendly 
problems

● MLP-LR is consistently better than MLP

Embeddings for numerical features:

● can provide significant boost

● are applicable to MLP-like models

○ See MLP vs MLP-PLR!
● allow MLP-like models to compete with 

Transformer

Model Average rank (std.)
CatBoost 6.8 (4.9)
XGBoost 9.0 (5.7)

MLP 15.6 (2.4)
MLP-LR 10.2 (4.4)

MLP-Q-LR 10.7 (4.6)
MLP-T-LR 10.3 (3.8)
MLP-PLR 4.9 (4.8)

Transformer-L 10.6 (3.3)
Transformer-LR 9.4 (4.1)

Transformer-Q-LR 8.5 (5.5)
Transformer-T-LR 7.2 (4.6)
Transformer-PLR 6.0 (4.5)

(2022) On Embeddings for Numerical Features in Tabular Deep Learning



● Backbones
○ MLP is a great backbone for researchers and practitioners
○ ResNet may (or may not) provide an extra bit of performance
○ Transformers are competitive, but slow (unclear if it is worth it)

● Embeddings for numerical features
○ can provide significant performance boost
○ Linear + ReLU

■ low risk & low reward
○ Periodic + Linear + ReLU

■ tune sigma: [0.01, 0.02, 0.05, 0.1, 0.5, 1.0, …]

■ for other hyperparameters, take inspiration from the official repository
○ PLE-based solutions can also provide good performance

Conclusion
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Retrieval-Augmented Learning

● Is originally motivated by the local learning paradigm (Vapnik et al. 1992)

● Demonstrates success in NLP and computer vision tasks

● Provides higher interpretability and robustness 



TabR

TabR: Tabular Deep Learning Meets Nearest Neighbors (ICLR 2024)



TabR

TabR: Tabular Deep Learning Meets Nearest Neighbors (ICLR 2024)



Technical insights

TabR: Tabular Deep Learning Meets Nearest Neighbors (ICLR 2024)

The retrieval module R

● Linear complexity w.r.t. the number of candidates
● The inter-object communication happens only once

The similarity module S

● By default, the L2 distance is recommended (important!)

The value module V

● Can depend on objects and their interactions



TabR results



Training on a subset of data



Limitations

TabR: Tabular Deep Learning Meets Nearest Neighbors (ICLR 2024)

● Reminder: simple ML models suffer from distributions shifts in features and/or 
labels of individual objects.

● Retrieval-based models also suffer from distribution shifts in interactions 
between objects.

● To prevent such problems, one has to think how to configure the retrieval 
behavior in each individual use case.
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Ensembles of Models in Machine Learning

● Main idea: train several models and combine predictions from them
● GBDT are essentially an ensemble
● Go-to recipe in DL: train several independent models and average the 

predictions
○ Can be used for any model
○ Often improves accuracy
○ Higher memory and runtime costs



BatchEnsemble (Wen et al., 2020): main idea

R, S, B - adapters

Since k << d, runtime and memory overhead are tolerable!



TabM: BatchEnsemble meets Tabular DL

● TabM with k = 1 is equivalent to MLP
● Specific initialization of adapters is needed
● Can be combined with non-linear feature embeddings



TabM: results





Efficiency



Optimization properties of TabM



● TabM with non-linear feature embeddings are currently the state-of-the-art
● TabM typically outperforms GBDT on existing benchmarks
● TabM exhibits stable optimization and less overfitting

Conclusion



Outline

● Introduction

● The pre-deep learning era of Tabular ML

● Modern Tabular Deep Learning

● Real-world impact



Tabular DL in our lives



● Tabular DL is extremely impactful research field with many unresolved 
questions

● New models are being developed and the progress has not converged

● GBDTs are still in wide use but their primacy has been challenged

● Tomorrow: Advanced topics in Tabular DL

Conclusion

Questions?



Advanced Topics in 
Tabular Deep Learning

Lecturer: Artem Babenko

ASCOMP 2024
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Recap from yesterday

● Tabular problems are everywhere

● “Shallow” GBDT models are still a popular choice

● Tabular DL architectures are actively developed

● Are new DL architectures the only research direction?
○ No!
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Where do tabular DL researchers get datasets?

● openml.org 
● archive.ics.uci.edu
● kaggle.com/datasets
● from sklearn.datasets import *
● Do we care to examine those 10-20-100 datasets? - Rarely! 

http://kaggle.com/datasets


Let’s Look at the Academic Benchmarks



Data Leakage (10 datasets). data-leaks stemming 
from data preparation errors, or inappropriate data splits being 
used in papers using the datasets.

No time data available (most datasets). either 
represent a fixed snapshot of some real-world phenomena, or 
don't have a way to construct a time-based validation/test sets

Dataset Duplication (California Housing, House 16H, 
house_sales, kdd_ipums_la_97-small, houses) - all datasets are 
from 1990 census data

Dataset Size. 19/100 less than 10k samples.

Synthetic data. (or from an unknown source). datasets for 
which the original data source is untraceable. 

Not Tabular. datasets where underlying data is not tabular 
like images, audio, text or graphs

What did we find?

Problems:



TabRed: focus on temporal-shift based evaluation





Findings on TabReD

● Performance differences are less pronounced (feature engineering)
● Non-linear feature embeddings and ensembles are helpful
● FT-Transformer is not justified
● Retrieval-augmented models are generally less performant



Temporal shift

● GBDTs are less robust to temporal shift

● Realistic evaluation setups are 
important for healthy progress



Summary

● A new benchmark with datasets, closer resembling real-world scenarios
● Sources: Kaggle and Yandex Eats, Maps, Weather, Lavka
● Datasets with 10M samples and feature-engineering (with up-to 1000s of 

features)

● All datasets have timestamps
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Pretraining in DL: main idea

● To train the model to solve a related problem before the main learning process
○ Same data but dufferent tasks (e.g. with cheaper labels)
○ ”Extra” data from the same or a similar domain

● Inner logic of the pretrained model can be helpful for the target problem
● Provides better than random initialization for subsequent gradient optimization
● De facto standard for typical pipelines in NLP and CV

○ Contrastive learning
○ Self-prediction



Pretraining in Tabular DL: specifics

● No ”extra” data
○ Need to pretrain on the main train set

● Lack of ”valid” data augmentations
○ Any augmentation can TODO the data distribution
○ Pretraining can be harmful

● Problems from a large number of domains
○ Need of the universal pretraining recipe



Unsupervised pretraining for tabular data

Mask prediction

Stage 1
(pretraining)

Stage 2
(fine-tuning)

Training



Experiments with pretraining

● All pretraining strategies perform on par to each other
● Pretraining is beneficial for both simple and advanced tabular DL models
● In temporal-shift based evaluation, pretraining can be harmful



When and why pretraining helps?

● An experiment on synthetic data with controllable feature importances
● For different models, we measure the reconstruction quality of different features from 

the inner model representations
● Pretrained models capture less important (but still significant!) features better



Conclusion

● Pretraining does have some potential in Tabular DL

● The choice of pretraining objective does not matter much

● The pretraining effect depends on the distribution shift between train and test

● Effect is often negative when the shift is noticeable

● The universal pretraining recipe is yet to discover
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Main idea of cross-domain Tabular DL

● Leverage knowledge from one domain to improve predictions in another one

● Sounds like magic for tabular DL but …

● Sometimes does make sense (and even works)



XTAB (Zhu et al., ICML’2023)

Image credit: Zhu et al., ICML 2023

• Pretrains a shared FT-Transformer 
backbone on many tabular tasks

• Feature tokenizers and final 
”heads” are not shared

• Can be used as a starting point for 
a new tabular task



XTAB: results

Image credit: Zhu et al., ICML 2023



XTAB: dependence on the train size

Image credit: Zhu et al., ICML 2023



XTAB: conclusion

● Does provide some profit but …

● Is limited to Transformer-based architectures

○ Can be slow

○ Can be suboptimal

● Typical improvements are moderate



TabPFN (Hollmann et al., ICLR’2023)

Image credit: Hollmann et al., ICLR 2023



TabPFN: synthetics

Image credit: Hollmann et al., ICLR 2023

● Synthetic datasets are sampled from an accurately designed prior



TabPFN: results

Image credit: Hollmann et al., ICLR 2023



TabPFN: conclusion

● Very interesting and novel idea but …

● Is limited to Transformer-based architectures

● Is limited to small-scale problems

○ A lot of current research aims to scale TabPFN

● Focuses on a low-runtime-budget niche

○ In many applications, performance cannot be traded off against runtime 



CARTE (Kim et al., ICML’2024)

Image credit: Kim et al., ICML 2024

• Each datapoint is represented 
by a “star”-shaped graph

• ”Textual” features are 

initialized based on LLM

• Special initialization of 
numerical features and the 
central node



CARTE: pretraining from the external knowledge graph

Image credit: Kim et al., ICML 2024



CARTE: results

Image credit: Kim et al., ICML 2024



CARTE: conclusion

● The method does work but …

● The success is shown only for Transformer-based architectures

● The success is shown only for small-scale problems (up to a few thousand 
objects)

● The method needs meaningful column names 

● For certain domains there could be a lack of external knowledge graphs 
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Generative Modeling in ML

● Goal: to approximate the data distribution by a probabilistic model

● One of potential applications: to produce useful synthetic data

● Several families of methods exist: GAN, VAE, NF, DDPM



Our work: TabDDPM

● Diffusion models were shown to outperform GAN/VAE/NF for images

● GAN/VAE were used for tabular data but without much success

● Let’s use diffusion models for tabular data!



What are diffusion models?

● Forward process gradually adds noise to an initial sample with the predefined 
distributions                     

● Reverse process gradually denoises a latent variable with distributions 
that are approximated by a neural network

● For example, Gaussian distribution for continuous data and categorical 
distributions for categorical data

Image source: https://lilianweng.github.io



TabDDPM
● Gaussian diffusion for numerical features
● Multinomial diffusion (Hoogeboom et al., 2021) for categorical features 
● TabDDPM models joint distribution since MLP takes both numerical and 

categorical features to approximate reverse process
● Consider regression target as an additional feature
● Final loss is sum of gaussian DDPM and categorical DDPM losses



Individual feature distributions



Correlation matrices



Evaluation

● Machine Learning utility (Xu et al., 2019)
● Privacy metrics

*(Prokhorenkova et al., 2018) Compare this score 
with the real one



ML utility with CatBoost model

Average rank (over 16 datasets) with std in terms of ML utility of synthetic data

1 – the best

5 – the worst

Model Avg. rank Std of rank

CTGAN 4.25 1.06

TVAE 3.81 0.83

CTABGAN+ 3.63 1.02

SMOTE 1.75 0.84

TabDDPM 1.56 0.60

SMOTE (Chawla et al., 2002) –

linear interpolation of two 
random samples from train
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Average rank (over 16 datasets) with std in terms of ML utility of synthetic data

1 – the best

5 – the worst

Model Avg. rank Std of rank

CTGAN 4.25 1.06

TVAE 3.81 0.83

CTABGAN+ 3.63 1.02

SMOTE 1.75 0.84

TabDDPM 1.56 0.60

SMOTE (Chawla et al., 2002) –

linear interpolation of two 
random samples from train

Main Conclusions:
● TabDDPM outperforms GAN/VAE-based baselines

● SMOTE is a simple and strong baseline



ML utility with Catboost. Numbers.
● TabDDPM performs on par with SMOTE
● Real score is almost always the highest one



Privacy. Distance to closest record (DCR)

● For each synthetic sample, we find the minimum distance to real 
datapoints and take the mean of these distances

● Low DCR values = all synthetic samples are essentially copies of some 
real datapoints

● Larger DCR values = generative model can produce something “new” 
rather than just copies of real data



Histograms of DCR values for TabDDPM and SMOTE 



DCR comparison

Average rank (over 16 datasets) with std in terms of DCR

1 – the best

4 – the worst

Model Avg. rank Std of rank

TVAE 2.31 0.95

CTABGAN+ 1.56 0.81

SMOTE 3.44 1.09

TabDDPM 2.69 0.79

Main Conclusions:
● TabDDPM outperforms SMOTE 

● GAN/VAE methods show high DCR but generate useless (in terms of 
ML utility) samples



Conclusion

● Diffusion models generate tabular data of higher quality than GAN/VAE data

○ But still not enough for usage as ”useful” synthetics

● “Old-school” SMOTE is a strong baseline that should not be overlooked

● TabDDPM is a step forward towards strong yet private method



Outline

● Quick recap

● Tabular Benchmarks

● Pretraining in Tabular DL

● Cross-domain learning

● Generative tabular models

● Future directions



Future of Tabular DL research

● More theory and understanding
○ Optimization dynamics
○ Dealing with ‘high-frequencies’

● Synergy with Graph ML and GNNs
○ For graphs with tabular features in the nodes/edges
○ For multi-table problems with relations between tables

● Exploit LLM for Tabular problems
○ Use textual metadata about features
○ Multi-modal datasets

● Usability
○ Tooling



Questions?
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A linear perturbation

Let f(υ) be a smooth concave function,

υ∗ = argmax
υ

f(υ), F = −∇2f(υ∗).

Let another function g(υ) satisfy for some vector A

g(υ)− g(υ∗) =
〈
υ − υ∗,A

〉
+ f(υ)− f(υ∗). (1)

Define

υ◦ def
= argmax

υ
g(υ), g(υ◦) = max

υ
g(υ). (2)

Aim: evaluate the quantities υ◦ − υ∗ and g(υ◦)− g(υ∗) .
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Motivation 1. Statistics and stoch optimization. SLS models

Let L(υ) be a log-likelihood function. Consider the MLE

υ̃ = argmax
υ

L(υ)

and the background truth

υ∗ = argmax
υ

EL(υ).

Stochastically linear smooth (SLS) models: EL(υ) is smooth and

concave in υ and ζ(υ) = L(υ)−EL(υ) is linear in υ :

A = ∇ζ(υ) = ∇ζ.

Outcome: Fisher theorem and Wilks phenomenon in statistics.
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Motivation 2. Quadratic penalization

Let h(·) be concave and

υ∗ = argmaxh(υ).

Consider

g(υ) = h(υ)− ∥Gυ∥2/2,

f(υ) = h(υ)− ∥Gυ∥2/2 + ⟨G2υ∗,υ⟩, .

Then ∇f(υ∗) = 0 and υ∗ = argmax f(υ) .

g is a linear perturbation of f with A = −G2υ∗ .

Outcome: roughness penalty, effective dimension, critical dimension.
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Motivation 3. Optimization algorithms

Let f be a concave function and

υ∗ = argmax f(υ).

Let also υ◦ be a current guess. Define

g(υ) = f(υ)− ⟨∇f(υ◦),υ − υ◦⟩.

Then ∇g(υ◦) = 0 and hence,

υ◦ = argmax g(υ).

g is a linear perturbation of f with A = ∇f(υ◦) .

Outcome: Newton – Kantorovich – Nemirovskii-Nesterov theorem on

quadratic convergence of strongly convex optimization.
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Gaussian VI

Let Pf ∼ exp f(x) . Denote by Nx,Z the Gaussian measure with

the mean x and covariance Z−1 , i.e. Nx,Z
def
= N (x,Z−1) .

Gauss VI: (xVI,ZVI) = arginf
x,Z

K (Nx,Z ∥Pf ).

Natural candidates:

1. Laplace: xVI ≈ argmax f(x) , ZVI ≈ −∇2f(x∗) ;

2. Moments: xVI ≈ EfX , Z−1
VI ≈ Varf (X) .

[Katsevich and Rigollet, 2023] argued for (2).
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Quadratic function

Lemma

Let f(υ) be quadratic with ∇2f(υ) ≡ −F . If g(υ) satisfy (1), then

υ◦ − υ∗ = F
−1A, g(υ◦)− g(υ∗) =

1

2
∥F−1/2A∥2.

Proof. Clearly −∇2g(υ) ≡ −F and

∇g(υ∗)−∇g(υ◦) = F(υ◦ − υ∗).

Further, (1) and ∇f(υ∗) = 0 yield ∇g(υ∗) = A . Together with

∇g(υ◦) = 0 , this implies υ◦ − υ∗ = F−1A .

Taylor expansion of g at υ◦ yields by ∇g(υ◦) = 0

g(υ∗)− g(υ◦) = −1

2
(υ◦ − υ∗)⊤F(υ◦ − υ∗) = −1

2
∥F−1/2A∥2 .
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Local smoothness

Define

δ3(υ,u) = f(υ + u)− f(υ)− ⟨∇f(υ),u⟩ − 1

2
⟨∇2f(υ),u⊗2⟩,

δ′3(υ,u) = ⟨∇f(υ + u),u⟩ − ⟨∇f(υ),u⟩ − ⟨∇2f(υ),u⊗2⟩ .

For D2 ≤ F(υ) = −∇2f(υ) , define

ω(υ)
def
= sup

u : ∥Du∥≤r

2|δ3(υ,u)|
∥Du∥2

,

ω′(υ)
def
= sup

u : ∥Du∥≤r

|δ′3(υ,u)|
∥Du∥2

.

(3)
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Local concentration under 2+ smoothness

Proposition

Fix ν ≤ 2/3 and r such that ∥F−1/2A∥ ≤ ν r . Suppose now that

f(υ) satisfy (3) for υ = υ∗ , D = F1/2 , and ω′ such that

1− ν − ω′ ≥ 0. (4)

Then for υ◦ from (2), it holds

∥F1/2(υ◦ − υ∗)∥ ≤ r .
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Proof

With D = F1/2 , the bound ∥D−1A∥ ≤ ν r implies for any u∣∣⟨A,u⟩
∣∣ = ∣∣⟨D−1A,Du⟩

∣∣ ≤ ν r∥Du∥ .

If ∥Du∥ > r , then r∥Du∥ ≤ ∥Du∥2 . Therefore,∣∣⟨A,u⟩
∣∣ ≤ ν∥Du∥2 , ∥Du∥ > r . (5)

Let υ satisfy ∥D(υ− υ∗)∥ = r . Denote u = υ− υ∗ . The idea is to show

that the derivative d
dtg(υ

∗ + tu) < 0 is negative for t > 1 . Then all the

extreme points of g(υ) are within A(r) . We use the decomposition

g(υ∗ + tu)− g(υ∗) = ⟨A,u⟩ t+ f(υ∗ + tu)− f(υ∗).

With h(t) = f(υ∗ + tu)− f(υ∗)− ⟨A,u⟩ t , it holds

d

dt
f(υ∗ + tu) = ⟨A,u⟩+ h′(t). (6)
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Proof. cont

By definition of υ∗ , it also holds h′(0) = −⟨A,u⟩ . The identity

∇2f(υ∗) = −D2 yields h′′(0) = −∥Du∥2 . Bound (3) implies for |t| ≤ 1∣∣h′(t)− h′(0)− th′′(0)
∣∣ ≤ t2

∣∣h′′(0)∣∣ω′ .

For t = 1 , we obtain by (4) and (5)

h′(1) ≤ −⟨A,u⟩+ h′′(0)− h′′(0)ω′ ≤ −
∣∣h′′(0)∣∣(1− ω′ − ν) < 0.

Moreover, concavity of h(t) imply that h′(t)− h′(0) decreases in t for

t > 1 . Further, summing up the above derivation yields

d

dt
h(υ∗ + tu)

∣∣∣
t=1

≤ −∥Du∥2(1− ν − ω′) < 0.

As d
dth(υ

∗ + tu) decreases with t ≥ 1 together with h′(t) due to (6), the

same applies to all such t . This implies the assertion.
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2S expansions

Proposition

Under the conditions of Proposition 1, with ξ = D−1A = F−1/2A

− ω

1 + ω
∥ξ∥2 ≤ 2g(υ◦)− 2g(υ∗)− ∥ξ∥2 ≤ ω

1− ω
∥ξ∥2 . (7)

Also

∥D(υ◦ − υ∗ − F
−1A)∥2 ≤ 3ω

(1− ω)2
∥F−1/2A∥2 ,

∥D(υ◦ − υ∗)∥ ≤ 1 +
√
2ω

1− ω
∥F−1/2A∥ .

(8)
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Proof

By (3), for any υ ∈ A(r)∣∣∣f(υ∗)− f(υ)− 1

2
∥D(υ − υ∗)∥2

∣∣∣ ≤ ω

2
∥D(υ − υ∗)∥2. (9)

Further,

g(υ)− g(υ∗)− 1

2
∥D−1A∥2 =

〈
υ − υ∗,A

〉
+ f(υ)− f(υ∗)− 1

2
∥D−1A∥2

= −1

2

∥∥D(υ − υ∗)−D
−1A

∥∥2 + f(υ)− f(υ∗) +
1

2
∥D(υ − υ∗)∥2. (10)

As υ◦ ∈ A(r) and it maximizes g(υ) , we derive by (9)

g(υ◦)− g(υ∗)− 1

2
∥D−1A∥2 = max

υ∈A(r)

{
g(υ)− g(υ∗)− 1

2
∥D−1A∥2

}
≤ max

υ∈A(r)

{
−1

2

∥∥D(υ − υ∗)−D
−1A

∥∥2 + ω

2
∥D(υ − υ∗)∥2

}
.
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Proof. cont

Further, maxu
{
ω∥u∥2 − ∥u− ξ∥2

}
= ω

1−ω∥ξ∥
2 for ω ∈ [0, 1) and

ξ ∈Rp , yielding

g(υ◦)− g(υ∗)− 1

2
∥D−1A∥2 ≤ ω

2(1− ω)
∥D−1A∥2.

Similarly

g(υ◦)− g(υ∗)− 1

2
∥D−1A∥2

≥ max
υ∈A(r)

{
−1

2

∥∥D(υ − υ∗)−D
−1A

∥∥2 − ω

2
∥D(υ − υ∗)∥2

}
= − ω

2(1 + ω)
∥D−1A∥2. (11)

These bounds imply (7).
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Proof. cont

Now we derive similarly to (10) that for υ ∈ A(r)

g(υ)− g(υ∗) ≤
〈
υ − υ∗,A

〉
− 1− ω

2
∥D(υ − υ∗)∥2.

A particular choice υ = υ◦ yields

g(υ◦)− g(υ∗) ≤
〈
υ◦ − υ∗,A

〉
− 1− ω

2
∥D(υ◦ − υ∗)∥2.

Combining this result with (11) allows to bound

〈
υ◦ − υ∗,A

〉
− 1− ω

2
∥D(υ◦ − υ∗)∥2 − 1

2
∥D−1A∥2 ≥ − ω

2(1 + ω)
∥D−1A∥2.
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Proof. cont

For ξ = D−1A , u = D(υ◦ − υ∗) , and ω ∈ [0, 1/3] , the inequality

2
〈
u, ξ

〉
− (1− ω)∥u∥2 − ∥ξ∥2 ≥ − ω

1 + ω
∥ξ∥2

implies ∥∥u− 1

1− ω
ξ
∥∥2 ≤ 2ω

(1 + ω)(1− ω)2
∥ξ∥2

yielding for ω ≤ 1/3

∥u− ξ∥ ≤
(
ω +

√
2ω

1 + ω

)
∥ξ∥
1− ω

≤
√
3ω∥ξ∥
1− ω

,

∥u∥ ≤
(
1 +

√
2ω

1 + ω

)
∥ξ∥
1− ω

≤ 1 +
√
2ω∥ξ∥

1− ω
,

and (8) follows.
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Home exercise

Lemma

It holds

max
u

{
ω∥u∥2 − ∥u− ξ∥2

}
=

ω

1− ω
∥ξ∥2 .

If ω ≤ 1/3 , then the inequality

2
〈
u, ξ

〉
− (1− ω)∥u∥2 − ∥ξ∥2 ≥ − ω

1 + ω
∥ξ∥2

implies

∥∥u− 1

1− ω
ξ
∥∥2 ≤ 2ω

(1 + ω)(1− ω)2
∥ξ∥2

∥u− ξ∥ ≤
(
ω +

√
2ω

1 + ω

)
∥ξ∥
1− ω

≤
√
3ω∥ξ∥
1− ω

.
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Local smoothness 3d order

(T3) There exists τ3 such that for all u with ∥Du∥ ≤ r∣∣δ3(υ,u)∣∣ ≤ τ3
6
∥Du∥3 ,

∣∣δ′3(υ,u)∣∣ ≤ τ3
2
∥Du∥3 .

(T4) There exists τ4 such that for all u with ∥Du∥ ≤ r∣∣δ4(υ,u)∣∣ ≤ τ4
24

∥Du∥4 .
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Conditions in terms of the third (resp. fourth) derivative

(T ∗
3 ) f(υ) is strongly concave, D2 ≤ ∇2f(υ) , and

sup
u : ∥Du∥≤r

sup
z∈Rp

∣∣⟨∇3f(υ + u), z⊗3⟩
∣∣

∥Dz∥3
≤ τ3 .

(T ∗
4 ) f(υ) is strongly concave, D2 ≤ ∇2f(υ) , and

sup
u : ∥Du∥≤r

sup
z∈Rp

∣∣⟨∇4f(υ + u), z⊗4⟩
∣∣

∥Dz∥4
≤ τ4 .

Banach’s characterization [Banach, 1938] yields under (T ∗
3 ) (resp (T ∗

4 ) )∣∣⟨∇3f(υ + u), z1 ⊗ z2 ⊗ z3⟩
∣∣ ≤ τ3∥Dz1∥ ∥Dz2∥ ∥Dz3∥ ; (12)

∣∣⟨∇4f(υ + u), z1 ⊗ z2 ⊗ z3 ⊗ z4⟩
∣∣ ≤ τ4

4∏
k=1

∥Dzk∥ . (13)
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3S concentration

Proposition

Let f(υ) be a strongly concave function with f(υ∗) = maxυ f(υ)

and F = −∇2f(υ∗) . Let g(υ) fulfill (1) with some vector A .

Suppose that f(υ) follows (T3) with r = ν−1∥F−1/2A∥ for ν < 1

and some τ3 ≥ 0 . Let

τ3 ∥F−1/2A∥ < 2ν(1− ν).

Then υ◦ = argmaxυ g(υ) satisfies

∥F1/2(υ◦ − υ∗)∥ ≤ ν−1∥F−1/2A∥ .
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3S expansions

Proposition

Under the conditions of Proposition 3

−2τ3
3

∥F−1/2A∥3 ≤ 2g(υ◦)− 2g(υ∗)− ∥F−1/2A∥2

≤ τ3 ∥F−1/2A∥3 .
(14)

Moreover, under (T ∗
3 )

∥F1/2(υ◦ − υ∗)− F
−1/2A∥ ≤ 3τ3

4
∥F−1/2A∥2 ,

∥F1/2(υ◦ − υ∗)∥ ≤ ∥F−1/2A∥+ 3τ3
4

∥F−1/2A∥2 .
(15)
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Proof

By (T3) and ∇f(υ∗) = 0 , for any υ ∈ A(r)∣∣∣f(υ∗)− f(υ)− 1

2
∥F1/2(υ − υ∗)∥2

∣∣∣ ≤ τ3
6
∥D(υ − υ∗)∥3

≤ τ3
6
∥F1/2(υ − υ∗)∥3. (16)

Further,

g(υ)− g(υ∗)− 1

2
∥F−1/2A∥2

=
〈
υ − υ∗,A

〉
+ f(υ)− f(υ∗)− 1

2
∥F−1/2A∥2

= −1

2

∥∥F1/2(υ − υ∗)− F
−1/2A

∥∥2 + f(υ)− f(υ∗) +
1

2
∥F1/2(υ − υ∗)∥2.
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Proof. cont

As υ◦ ∈ A(r) and it maximizes g(υ) , we derive by (16) and Lemma 3

g(υ◦)− g(υ∗)− 1

2
∥F−1/2A∥2 = max

υ∈A(r)

{
g(υ)− g(υ∗)− 1

2
∥F−1/2A∥2

}
≤ max

υ∈A(r)

{
−1

2

∥∥F1/2(υ − υ∗)− F
−1/2A

∥∥2 + τ3
6
∥F1/2(υ − υ∗)∥3

}
≤ τ3

2
∥F−1/2A∥3 .

Now (14) follows from this and

g(υ◦)− g(υ∗)− 1

2
∥F−1/2A∥2

≥ max
υ∈A(r)

{
−1

2

∥∥F1/2(υ − υ∗)− F
−1/2A

∥∥2 − τ3
6
∥F1/2(υ − υ∗)∥3

}
≥ −τ3

3
∥F−1/2A∥3 .
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Proof. cont

For proving (21) use that ∇f(υ∗) = 0 , ∇g(υ◦) = 0 ,

∇f(υ◦) = ∇g(υ◦)−A = −A , and −∇2f(υ∗) = F . By Lemma 4 with

u = F−1A∥∥F−1/2{∇f(υ∗ + F
−1A) +A}

∥∥ ≤ τ3
2
∥F−1/2A∥2 . (17)

Further, by (1)∥∥F−1/2∇g(υ∗ + F
−1A)

∥∥ =
∥∥F−1/2{∇g(υ∗ + F

−1A)−A+A}
∥∥

≤
∥∥F−1/2{∇f(υ∗ + F

−1A) +A}
∥∥ ≤ τ3

2
∥F−1/2A∥2.

By definition ∇g(υ◦) = 0 . This yields

∥F−1/2{∇g(υ∗ + F
−1A)−∇g(υ◦)}∥ ≤ τ3

2
∥F−1/2A∥2 . (18)
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Proof. cont

Now we can use with ∆ = υ∗ + F−1A− υ◦

F
−1/2{∇g(υ∗ + F

−1A)−∇g(υ◦)}

=

(∫ 1

0
F
−1/2∇2g(υ◦ + t∆)F−1/2 dt

)
F
1/2∆ .

By (1) ∇2g(υ) = ∇2f(υ) for all υ . If ∥F1/2(υ − υ∗)∥ ≤ r , then (T ∗
3 )

implies ∥F−1/2∇2f(υ)F−1/2 + Ip∥ ≤ ω+ ≤ τ3 r ≤ 1/3 . Hence,

∥F−1/2{∇g(υ∗ + F
−1A)−∇g(υ◦)}∥ ≥ (1− ω+)∥F1/2(υ◦ − υ∗ − F

−1A)∥ .

This and (26) yield

∥F1/2(υ◦ − υ∗ − F
−1A)∥ ≤ τ3

2(1− ω+)
∥F−1/2A∥2 ≤ 3τ3

4
∥F−1/2A∥2 ,

and (21) follows.
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A nice home exercise

Lemma

For any ξ ∈Rp with ∥ξ∥ ≤ 2r/3 and τ with τ r ≤ 1/2 , it holds

max
∥u∥≤r

(τ
3
∥u∥3 − ∥u− ξ∥2

)
≤ τ

2
∥ξ∥3 , (19)

min
∥u∥≤r

(τ
3
∥u∥3 + ∥u− ξ∥2

)
≤ τ

3
∥ξ∥3 . (20)
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Proof

Any maximizer u of the left hand-side of (19) satisfies

τ∥u∥1/2u− 2(u− ξ) = 0 .

Therefore, u = ρξ for some ρ , reducing the problem to the univariate case:

max
∥u∥≤r

(τ
3
∥u∥3 − ∥u− ξ∥2

)
= ∥ξ∥2 max

ρ : ∥ρξ∥≤r

(τ∥ξ∥
3

ρ3 − (ρ− 1)2
)
.

Define a = τ∥ξ∥ . The conditions ∥ξ∥ ≤ 2r/3 and τ r ≤ 1/2 imply

a ≤ 1/3 and ∥ρξ∥ ≤ r implies |ρ| ≤ 3/2 . The function

aρ3/3− (ρ− 1)2 is concave on the interval |ρ| ≤ 3/2 and hence, the

maximizer ρ fulfills aρ2 − 2ρ+ 2 = 0 yielding

ρ =
1±

√
1− 2a

a
, |ρ| ≤ 3/2.
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Proof. cont

As a ∈ [0, 1/3] , we can only use

ρa =
1−

√
1− 2a

a
=

2

1 +
√
1− 2a

, ρa − 1 =
2a

(1 +
√
1− 2a)2

.

Therefore,

max
∥u∥≤r

(τ
3
∥u∥3 − ∥u− ξ∥2

)
=

τ∥ξ∥3ρ3a
3

− ∥ξ∥2(ρa − 1)2

=
τ∥ξ∥3

3

8(1 +
√
1− 2a)− 12a

(1 +
√
1− 2a)4

≤ τ∥ξ∥3

3
max

a∈[0,1/3]

8(1 +
√
1− 2a)− 12a

(1 +
√
1− 2a)4

≤ τ∥ξ∥3

2
.

With y = 1 +
√
1− 2a or −2a = (y − 1)2 − 1 = y2 − 2y , represent

ϕ(a)
def
=

8(1 +
√
1− 2a)− 12a

(1 +
√
1− 2a)4

=
8y + 6y2 − 12y

y4
=

6y − 4

y3
,

and the latter decreases with y ≥ 1 . As ϕ(1/3) ≤ 3/2 , (19) follows.
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Proof. cont

The proof of (20) is similar. The general case can be reduced to the univariate one by

using u = ρξ . With a = τ∥ξ∥ , the minimizer ρa reads as

ρa =
2

1 +
√
1 + 2a

, 1− ρa =

√
1 + 2a− 1√
1 + 2a+ 1

=
2a

(
√
1 + 2a+ 1)2

,

yielding for a ∈ [0, 1/3]

min
∥u∥≤r

(τ
3
∥u∥3 + ∥u− ξ∥2

)
=

τ∥ξ∥3ρ3a
3

+ ∥ξ∥2(ρa − 1)2

≤ τ∥ξ∥3

3
max

a∈[0,1/3]

8(1 +
√
1 + 2a) + 12a

(1 +
√
1 + 2a)4

,

and with y = 1 +
√
1 + 2a or 2a = y2 − 2y ,

max
a∈[0,1/3]

8(1 +
√
1 + 2a) + 12a

(1 +
√
1 + 2a)4

≤ max
y≥2

8y + 6y2 − 12y

y4
= max

y≥2

6y − 4

y3
= 1.
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3S* results

Proposition

Let f(υ) be a strongly concave function with f(υ∗) = maxυ f(υ)

and F = −∇2f(υ∗) . Assume (T ∗
3 ) at υ∗ with D2 , r , and τ3

such that

D
2 ≤ F, r ≥ 3

2
∥DF

−1A∥ , τ3∥DF
−1A∥ <

4

9
.

Then ∥D(υ◦ − υ∗)∥ ≤ (3/2)∥DF−1A∥ and moreover,

∥D−1
F(υ◦ − υ∗ − F

−1A)∥ ≤ 3τ3
4

∥DF
−1A∥2 . (21)
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Proof

If the function f is quadratic and concave with the maximum at υ∗

then the linearly perturbed function g is also quadratic and concave

with the maximum at ῠ = υ∗ + F−1A .

In general, the point ῠ is not the maximizer of g , however, it is very

close to υ◦ . We use that ∇f(υ∗) = 0 and −∇2f(υ∗) = F . Then

(27) of Lemma 4 yields∥∥D−1∇g(ῠ)
∥∥ =

∥∥D−1{∇f(υ∗ + F
−1A)−∇f(υ∗) +A}

∥∥
≤ τ3

2
∥DF

−1A∥2 . (22)
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Proof. Cont.

As ∥DF−1A∥ ≤ 2r/3 , condition (T ∗
3 ) can be applied in the r/3 -vicinity

of ῠ . Fix any υ with ∥D(υ − ῠ)∥ ≤ r/3 and define ∆ = υ − ῠ . By (29)

of Lemma 4∥∥D−1{∇g(υ)−∇g(ῠ) + F∆}
∥∥ =

∥∥D−1{∇f(υ)−∇f(ῠ) + F∆}
∥∥

≤ 3τ3
2

∥D∆∥2 .

In particular, this and (22) yield∥∥D−1{∇g(ῠ +∆) + F∆}
∥∥ ≤ 2τ3∥D∆∥2 .

For any u with ∥u∥ = 1 , this implies∣∣〈∇g(ῠ +∆) + F∆,D−1u
〉∣∣ ≤ 2τ3∥D∆∥2 . (23)
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Proof. Cont.

Suppose now that ∥D∆∥ = r/3 and consider the function h(t) = g(ῠ + t∆) .

Then h′(t) = ⟨∇g(ῠ + t∆), ∆⟩ and (23) implies with u = D∆/∥D∆∥∣∣⟨∇g(ῠ +∆), ∆⟩+ ∥F1/2∆∥2
∣∣ ≤ 2τ3∥D∆∥3 .

As F ≥ D2 , this yields

h′(1) ≤ 2τ3∥D∆∥3 − ∥D∆∥2. (24)

Similarly, (22) yields by ∥DF−1A∥ = 2r/3

|h′(0)| =
∣∣⟨∇g(ῠ), ∆⟩

∣∣ ≤ τ3
2
∥DF

−1A∥2 ∥D∆∥ =
2τ3
9

r2 ∥D∆∥ . (25)

Concavity of g(·) ensures that t∗ = argmaxt h(t) satisfies |t∗| ≤ 1 if

h′(1) < −|h′(0)|, h′(−1) < |h′(0)|.
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Proof. Cont.

Due to (24), (25), and ∥D∆∥ = r/3 , the latter condition reads

2τ3
9

r2 ∥D∆∥+ 2τ3∥D∆∥3 − ∥D∆∥2 = ∥D∆∥ r
(2τ3 r

9
+

2τ3 r

9
− 1

3

)
< 0.

which is fulfilled because of τ3∥DF−1A∥ ≤ 4/9 and ∥DF−1A∥ = 2r/3 . We

summarize that υ◦ = argmaxυ g(υ) satisfies ∥D (υ◦ − ῠ)∥ ≤ r/3 while

∥D(ῠ − υ∗)∥ = ∥DF−1A∥ = 2r/3 . Therefore,

∥D(υ◦ − υ∗)∥ ≤ r.

This allows us to use (T ∗
3 ) at this point for establishing (21). By definition

∇g(υ◦) = 0 and hence,

∥D−1{∇g(υ∗ + F
−1A)−∇g(υ◦)}∥ ≤ τ3

2
∥DF

−1A∥2 . (26)
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Proof. cont.

By (29) of Lemma 4, it holds with ∆ = υ∗ + F−1A− υ◦

∥∥D−1{∇g(υ∗ + F
−1A)−∇g(υ◦)−∇2g(υ∗)∆}

∥∥ ≤ 3τ3
2

∥D∆∥2 .

Combining with (26) yields

∥D−1
F∆∥ ≤ 3τ3

2
∥D∆∥2 + τ3

2
∥DF

−1A∥2 ≤ 3τ3
2

∥D−1
F∆∥2 + τ3

2
∥DF

−1A∥2 .

As 2x ≤ αx2 + β with α = 3τ3 , β = τ3∥DF−1A∥2 , and

x = ∥D−1F∆∥ ∈ (0, 1/α) implies x ≤ β/(2− αβ) , this yields

∥D−1
F(υ◦ − υ∗ − F

−1A)∥ ≤ τ3
2− 3τ23 ∥DF−1A∥2

∥DF
−1A∥2

and (21) follows by τ3∥DF−1A∥ ≤ 4/9 .
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Lemma

Lemma

Assume (T ∗
3 ) at υ . Let Ur = {u : ∥Du∥ ≤ r} . Then

∥∥D−1
{
∇f(υ + u)−∇f(υ)− ⟨∇2f(υ),u⟩

}∥∥ ≤ τ3
2
∥Du∥2 , u ∈ Ur . (27)

Also for all u,u1 ∈ Ur∥∥D−1
{
∇2f(υ + u1)−∇2f(υ + u)

}
D

−1
∥∥ ≤ τ3 ∥D(u1 − u)∥ (28)∥∥D−1

{
∇f(υ + u1)−∇f(υ + u)−∇2f(υ)(u1 − u)

}∥∥ ≤ 3τ3
2

∥D(u1 − u)∥2 . (29)

Moreover, under (T ∗
4 ) , for any u ∈ Ur ,

∥∥D−1
{
∇f(υ + u)−∇f(υ)− ⟨∇2f(υ),u⟩ − 1

2
⟨∇3f(υ),u⊗2⟩

}∥∥ ≤ τ4
6
∥Du∥3 . (30)
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Proof

Denote

A
def
= ∇f(υ + u)−∇f(υ)− ⟨∇2f(υ),u⟩ .

For any vector w ∈Rp , (T ∗
3 ) and (12) imply∣∣⟨A,w⟩

∣∣ ≤ τ3
2
∥Du∥2 ∥Dw∥.

Therefore,

∥D−1A∥ = sup
∥w∥=1

∣∣⟨D−1A,w⟩
∣∣ = sup

∥w∥=1

∣∣⟨A,D−1w⟩
∣∣ ≤ τ3

2
∥Du∥2

which yields the first statement.

For (30), apply

A
def
= ∇f(υ + u)−∇f(υ)− ⟨∇2f(υ),u⟩ − 1

2
⟨∇3f(υ),u⊗2⟩

and use (T ∗
4 ) and (13) instead of (T ∗

3 ) and (12).
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Proof. cont.

Further, with B1
def
= ∇2f(υ +u1)−∇2f(υ +u) and ∆ = u1 −u , by (T ∗

3 ) ,

for any w ∈Rp and some t ∈ [0, 1] ,∣∣⟨D−1
{
∇2f(υ + u1)−∇2f(υ + u)

}
D

−1,w⊗2⟩
∣∣ = ∣∣⟨B1, (D

−1w)⊗2⟩
∣∣

=
∣∣〈∇3f(υ + u+ t∆), ∆⊗ (D−1w)⊗2

〉∣∣ ≤ τ3∥D∆∥ ∥w∥2 .

This proves (28). Similarly, for some t ∈ [0, 1]∣∣〈D−1
{
∇f(υ + u1)−∇f(υ + u)

}
−∇2f(υ + u)∆

}
,w

〉∣∣
=

1

2

∣∣〈∇3f(υ + u+ t∆), ∆⊗∆⊗D
−1w

〉∣∣ ≤ τ3
2
∥D∆∥2 ∥w∥

and with B = ∇2f(υ + u)−∇2f(υ) , by (28),∥∥D−1
B∆

∥∥ ≤ ∥D−1
BD

−1∥ ∥D∆∥ ≤ τ3∥D∆∥2 .

This completes the proof of (29).
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Lemma

Lemma

If 2x ≤ αx2 + β and x ∈ (0, 1/α) for αβ ≤ 1 , then

x ≤ β

2− αβ
.
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Proof

The roots of αx2 + β = 2x satisfy

x =
1±

√
1− αβ

α

As x ≤ 1/α , we only consider

x ≤ 1−
√
1− αβ

α
=

αβ

α(1 +
√
1− αβ)

≤ β

1 + 1− αβ
.
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Hessian

Lemma

Assume D2 ≤ F and let some other matrix F1 ∈ Mp satisfy

∥D−1 (F1 − F)D−1∥ ≤ ω (31)

with ω < 1 . Then for any vector u

∥F−1/2 (F1 − F)F−1/2∥ ≤ ω , (32)

∥F1/2 (F−1
1 − F

−1)F1/2∥ ≤ ω

1− ω
, (33)

1

1 + ω
∥DF

−1
D∥ ≤ ∥DF

−1
1 D∥ ≤ 1

1− ω
∥DF

−1
D∥ , (34)

(1− ω)∥D−1
Fu∥ ≤ ∥D−1

F1u∥ ≤ (1 + ω)∥D−1
Fu∥ , (35)

1− 2ω

1− ω
∥DF

−1u∥ ≤ ∥DF
−1
1 u∥ ≤ 1

1− ω
∥DF

−1u∥ . (36)
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Proof

Statement (32) follows from (31) because of F−1 ≤ D−2 . Define now

U
def
= F−1/2 (F1 − F)F−1/2 . Then ∥U∥ ≤ ω and

∥F1/2 (F−1
1 − F

−1)F1/2∥ = ∥(I +U)−1 − I∥ ≤ 1

1− ω
∥U∥

yielding (33). Further,

∥D (F−1
1 − F

−1)D∥ = ∥DF
−1
1 F1(F

−1
1 − F

−1)F F−1
D∥

= ∥DF
−1
1 DD

−1(F1 − F)D−1
DF

−1
D∥

≤ ∥DF
−1
1 D∥ ∥DF

−1
D∥ ∥D−1(F1 − F)D−1∥ ≤ ω∥DF

−1
1 D∥ .

This implies (34).
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Proof. cont

Also, by D2 ≤ F

∥D−1
F1u∥ ≤ ∥D−1

Fu∥+ ∥D−1(F1 − F)D−1
Du∥ ≤ ∥D−1

Fu∥+ ω ∥Du∥

≤ ∥D−1
Fu∥+ ω∥D−1

Fu∥ ≤ (1 + ω)∥D−1
Fu∥ ,

and (35) follows. Similarly

∥D (F−1
1 − F

−1)u∥ = ∥DF
−1
1 (F1 − F)F−1u∥

= ∥DF
−1
1 D D

−1(F1 − F)D−1
DF

−1u∥

≤ ∥D−1 (F1 − F)D−1∥ ∥DF
−1
1 D∥ ∥DF

−1u∥

≤ ω

1− ω
∥DF

−1u∥

and (36) follows as well.
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Fourth order approximation

Proposition

Let f(υ) be a strongly concave function with f(υ∗) = maxυ f(υ) and

F = −∇2f(υ∗) , and let f(υ) follow (T ∗
3 ) and (T ∗

4 ) with some D2 ,

τ3 , τ4 , and r satisfying

D
2 ≤ F , r =

3

2
∥DF

−1A∥ , τ3∥DF
−1A∥ <

4

9
, τ4∥DF

−1A∥2 < 1

3
. (37)

Let g(υ) fulfill (1) with some vector A and g(υ◦) = maxυ g(υ) . Then

∥D(υ◦ − υ∗)∥ ≤ (3/2)∥DF−1A∥ . Further, define

a = F
−1{A+∇T (F−1A)} , (38)

where T (u) = 1
6⟨∇

3f(υ∗),u⊗3⟩ for u ∈Rp . Then

∥D−1
F(υ◦ − υ∗ − a)∥ ≤ (τ4/2 + τ23 ) ∥DF

−1A∥3 . (39)
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Proof

Proposition 5 yields (21). By (T ∗
3 )

∥D−1
F(a− F

−1A)∥ = ∥D−1 ∇T (F−1A)∥

= sup
∥u∥=1

3
∣∣⟨T ,F−1A⊗ F

−1A⊗D
−1u⟩

∣∣ ≤ τ3
2
∥DF

−1A∥2 . (40)

As D−1 F ≥ F1/2 ≥ D , this implies by τ3∥DF−1A∥ ≤ 4/9

∥Da∥ ≤ ∥DF
−1A∥+ ∥DF

−1 ∇T (F−1A)∥

≤
(
1 +

τ3
2
∥DF

−1A∥
)
∥DF

−1A∥ ≤ 11

9
∥DF

−1A∥ (41)

and

∥F1/2a− F
−1/2A∥ ≤ τ3

2
∥DF

−1A∥2 .
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Proof

Next, again by (T ∗
3 ) , for any w

∥D−1 ∇2T (w)D−1∥ = sup
∥u∥=1

6
∣∣⟨T ,w ⊗ (D−1u)⊗2⟩

∣∣ ≤ τ3∥Dw∥ .

The tensor ∇2T (u) is linear in u , hence for any t ∈ [0, 1]

∥D−1 ∇2T (ta+ (1− t)F−1A)D−1∥

≤ max{∥D−1 ∇2T (F−1A)D−1∥, ∥D−1∇2T (a)D−1∥}

≤ τ3 max{∥DF
−1A∥, ∥Da∥} .

Based on (41), assume ∥DF−1A∥ ≤ ∥Da∥ ≤ (11/9)∥DF−1A∥ . Then (40) yield

∥D−1∇T (a)−D
−1∇T (F−1A)∥

= D
−1 ∇2T (ta+ (1− t)F−1A)D−1∥ ∥DF

−1(a− F
−1A)∥

≤ τ23
2

∥DF
−1A∥2 ∥Da∥ ≤ 2τ23

3
∥DF

−1A∥3 .
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Proof

Further, −∇2f(0) = F , ∇T (a) = 1
2 ⟨∇

3f(0),a⊗ a⟩ . By (30) and (41)

∥∥D−1{∇f(a) + Fa−∇T (a)}
∥∥ ≤ τ4

6
∥Da∥3 ≤ (11/9)3τ4

6
∥DF

−1A∥3

≤ τ4
3
∥DF

−1A∥3 .

Next we bound
∥∥D−1{∇g(a)−∇g(υ◦)}

∥∥ . As ∇g(υ◦) = 0 , (1) and (38) imply∥∥D−1{∇g(a)−∇g(υ◦)}
∥∥ =

∥∥D−1∇g(a)
∥∥ =

∥∥D−1{∇g(a) + Fa−∇T (A)−A}
∥∥

≤
∥∥D−1{∇f(a) + Fa−∇T (a)}

∥∥+ ∥D−1{∇T (a)−∇T (A)}∥ ≤ ♢1 , (42)

where ♢1
def
=

τ4 + 2τ23
3

∥DF−1A∥3 , and by (37)

3τ3 ♢1 = τ3∥DF
−1A∥ τ4∥DF

−1A∥2 + 2τ33 ∥DF
−1A∥3 <

1

3
. (43)
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Proof

Further, ∇2g(0) = ∇2f(0) = −F , and (29) of Lemma 4 implies∥∥D−1{∇g(a)−∇g(υ◦) + F(a− υ◦)}
∥∥

=
∥∥D−1{∇f(a)−∇f(υ◦) + F(a− υ◦)}

∥∥ ≤ 3τ3
2

∥D(a− υ◦)∥2.

Combining with (42) yields in view of D2 ≤ F

∥D−1
F(a− υ◦)∥ ≤ 3τ3

2
∥D(a− υ◦)∥2 +♢1 ≤ 3τ3

2
∥D−1

F(a− υ◦)∥2 +♢1 .

As 2x ≤ αx2 + β with α = 3τ3 , β = 2♢1 , and x ∈ (0, 1/α) implies

x ≤ β/(2− αβ) , we conclude by (43)

∥D−1
F(a− υ◦)∥ ≤ ♢1

1− 3τ3 ♢1
≤ τ4 + 2τ23

2
∥DF

−1A∥3 ,

and (39) follows.
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Quadratic penalization

Here we discuss the case when g(υ)− f(υ) is quadratic.

The general case can be reduced to the situation with

g(υ) = f(υ)− ∥Gυ∥2/2 . To make the dependence of G more

explicit, denote fG(υ)
def
= f(υ)− ∥Gυ∥2/2 ,

υ∗ = argmax
υ

f(υ),

υ∗
G = argmax

υ
fG(υ) = argmax

υ

{
f(υ)− ∥Gυ∥2/2

}
.

We study the bias υ∗
G − υ∗ induced by this penalization.
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Quadratic case

Lemma

Let f(υ) be quadratic with F ≡ −∇2f(υ) . Define

SG ≡ −G2υ∗.

Then it holds with FG = F +G2

υ∗ − υ∗
G = F

−1
G SG = −F

−1
G G2υ∗,

fG(υ
∗
G)− fG(υ

∗) =
1

2
∥F−1/2

G SG∥2 =
1

2
∥F−1/2

G G2υ∗∥2 .
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Proof

Quadraticity of f(υ) implies quadraticity of fG(υ) with

∇2fG(υ) ≡ −FG and

∇fG(υ
∗)−∇fG(υ

∗
G) = FG (υ∗

G − υ∗).

Further, ∇f(υ∗) = 0 yielding ∇fG(υ
∗) = SG = −G2υ∗ . Together

with ∇fG(υ
∗
G) = 0 , this implies

υ∗ − υ∗
G = F

−1
G SG.

The Taylor expansion of fG at υ∗
G yields

fG(υ
∗)− fG(υ

∗
G) = −1

2
∥F1/2

G (υ∗ − υ∗
G)∥2 = −1

2
∥F−1/2

G SG∥2

and the assertion follows.
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A general case under (T ∗
3 )

Proposition

Let fG(υ) = f(υ)− ∥Gυ∥2/2 be concave and follow (T ∗
3 ) with some

D2 , τ3 , and r satisfying

D
2 ≤ FG , r ≥ 3bG/2 , τ3 bG < 4/9,

where bG = ∥DF
−1
G G2υ∗∥ . Then

∥D(υ∗
G − υ∗)∥ ≤ 3bG/2.

Moreover, ∥∥D−1
FG(υ

∗
G − υ∗ + F

−1
G G2υ∗)

∥∥ ≤ 3τ3
4

b2G ,∣∣∣2fG(υ∗
G)− 2fG(υ

∗)− 1

2
∥F−1/2

G G2υ∗∥2
∣∣∣ ≤ τ3

2
b3G .
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Proof

Define gG(υ) by

gG(υ)− gG(υ
∗
G) = fG(υ)− fG(υ

∗
G) + ⟨G2υ∗,υ − υ∗

G⟩. (44)

The function fG is concave, the same holds for gG from (44).

Hence, ∇gG(υ
∗) = 0 implies υ∗ = argmax gG(υ) . By definition,

∇f(υ∗) = 0 yielding ∇fG(υ
∗) = −G2υ∗ +G2υ∗ = 0 .

Now the results follow from Propositions 5 and 3 applied with

f(υ) = gG(υ) = fG(υ)− ⟨A,υ⟩ , g(υ) = fG(υ) , and

A = G2υ∗ .
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Penalization bias under fourth-order smoothness

Define FG = −∇2f(υ∗) +G2 , SG = G2υ∗ , and

mG = F
−1
G {SG +∇T (F−1

G SG)}

with T (u) = 1
6
⟨∇3f(υ∗),u⊗3⟩ .

(T ∗
4 ) f(υ) is strongly concave, D2 ≤ ∇2f(υ) , and

sup
u : ∥Du∥≤r

sup
z∈Rp

∣∣⟨∇4f(υ + u), z⊗4⟩
∣∣

∥Dz∥4
≤ τ4 .

Typically τ3 ≍ n−1/2 and τ4 ≍ n−1 .
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An advanced bound

Proposition

Let f be concave and υ∗ = argmaxυ f(υ) . With FG = −∇2f(υ∗) +G2 . Let

f(υ) follow (T ∗
3 ) and (T ∗

4 ) with some D2 , τ3 , τ4 , and r satisfying

D
2 ≤ FG , r =

3

2
bG , τ3 bG <

4

9
, τ4 b

2
G <

1

3
.

with bG = ∥DF
−1
G G2υ∗∥ . Define

mG = F
−1
G {G2υ∗ +∇T (F−1

G G2υ∗)}

with T (u) = 1
6 ⟨∇

3f(υ∗),u⊗3⟩ and ∇T = 1
2 ⟨∇

3f(υ∗),u⊗2⟩ . Then

∥D−1
FG(υ

∗ − υ∗
G −mG)∥ ≤ τ4 + 2τ23

2
b3G .
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Lecture 2

■ Statistical inference for nonlinear regression. DNN training.

■ Gaussian variational inference

■ Bayesian optimization
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Statistical problem. Penalized maximum likelihood

Let L(υ) be a random function, υ ∈ Υ ⊆Rp , p < ∞ .

Given a quadratic penalty ∥Gυ∥2/2 , define

LG(υ) = L(υ)− ∥Gυ∥2/2.

Consider

υ̃G = argmax
υ

LG(υ) = argmax
υ

{
L(υ)− 1

2
∥Gυ∥2

}
;

υ∗
G = argmax

υ
E LG(υ) = argmax

υ

{
E L(υ)− 1

2
∥Gυ∥2

}
;

υ∗ = argmax
υ

E L(υ);

Aim: describe the estimation loss υ̃G − υ∗ and the prediction loss

(excess) LG(υ̃G)− LG(υ
∗) .
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Point of departure: a linear model

■ A linear model Y = Ψ⊤υ + ε

■ a quadratic penalty penG(υ) = ∥Gυ∥2/2 .

■ Penalized MLE: with FG
def
= ΨΨ⊤ +G2

υ̃G = F−1
G ΨY ,

2LG(υ̃G)− 2LG(υ
∗
G) = ∥F−1/2

G Ψε∥2 .

where υ∗
G = F−1

G ΨEY .

Loss, bias-variance decomposition:

υ̃G − υ∗ = F−1
G Ψε+F−1

G G2υ∗,

E
∥∥Q(υ̃G − υ∗)

∥∥2
= tr{QF−1

G Var(Ψε)F−1
G Q⊤}+ ∥QF−1

G G2υ∗∥2.
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SLS models

Stochastic component ζ(υ)
def
= L(υ)−EL(υ) is linear in υ :

∇ζ
def
= ∇ζ(υ);

The function f(υ) = EL(υ) is smooth and concave in υ .

Consider

υ̃G = argmax
υ

LG(υ) = argmax
υ

{
L(υ)− 1

2
∥Gυ∥2

}
;

υ∗
G = argmax

υ
E LG(υ) = argmax

υ

{
E L(υ)− 1

2
∥Gυ∥2

}
;

υ∗ = argmax
υ

E L(υ);
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Conditions

(CG) The function ELG(υ) is concave on Υ which is open

and convex set in Rp .

(ζ) The stochastic component ζ(υ) = L(υ)−EL(υ) is

linear in υ , ∇ζ ≡ ∇ζ(υ) ∈Rp .
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Smoothness conditions

f(υ) = ELG(υ) is smooth: for k = 3 (and may be k = 4 )

(T ∗
3 ) f(υ) is strongly concave, D2 ≤ ∇2f(υ) , and

sup
u : ∥Du∥≤r

sup
z∈Rp

∣∣⟨∇3f(υ + u), z⊗k⟩
∣∣

∥Dz∥3
≤ τ3 .

Banach’s characterization [Banach, 1938] yields for k ≥ 2∣∣⟨∇kf(υ + u), z1 ⊗ . . .⊗ zk⟩
∣∣ ≤ τk∥Dz1∥ . . . ∥Dzk∥ .

If f(υ) = ELG(υ) scales with n , then the same holds for ∇kf(υ) and

τ3 ≍ n−1/2 , τ4 ≍ n−1 .
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Deviation bounds for ∇ζ

By (ζ) , it holds for ζ(υ) = L(υ)−EL(υ)

∇ζ(υ) ≡ ∇ζ.

(∇ζ) There exists V 2 ≥ Var(∇ζ) s.t. ξ
def
= V −1∇ζ

satisfies for any considered x > 0 and B ∈ Mp

P
(
∥B1/2ξ∥ ≥ z(B, x)

)
≤ 3e−x,

z2(B, x)
def
= trB + 2

√
x trB2 + 2x∥B∥ .

Alternative formulation: on Ω(x) with P
(
Ω(x)

)
≥ 1− 3e−x

∥B1/2ξ∥ ≥ z(B, x).
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SLS models: Fisher and Wilks expansions

With the metric tensor D from (T ∗
3 ) , define

rD = z(BD, x), BD
def
= Var(DF−1

G ∇ζ), FG = FG(υ
∗
G).

Theorem (Fisher and Wilks expansions)

Assume (CG) , (ζ) , (∇ζ) , and (T ∗
3 ) with D , r , and τ3 s.t.

D2 ≤ FG, r ≥ 3

2
rD , τ3 rD <

4

9
,

Then on Ω(x)∥∥D−1
FG(υ̃G − υ∗

G −F−1
G ∇ζ

)
∥ ≤ 3τ3

4
∥DF−1

G ∇ζ∥2 ,∣∣2LG(υ̃G)− 2LG(υ
∗
G)− ∥F−1/2

G ∇ζ∥2
∣∣ ≤ τ3 ∥DF−1

G ∇ζ∥3 .
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Smoothness and bias

Compare

υ∗
G = argmax

{
EL(υ)− 1

2
∥Gυ∥2

}
, υ∗ = argmaxEL(υ).

Proposition

Let

bG
def
= ∥DF−1

G G2υ∗∥.

Assume (T ∗
3 ) with r = (3/2)bG and let τ3 bG ≤ 1/2 . Then

∥D−1
FG(υ

∗
G − υ∗ +F−1

G G2υ∗)∥ ≤ 3τ3
4

b2G .
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Expansion for PMLE

Theorem

For any linear Q

∥Q(υ̃G − υ∗ −F−1
G ∇ζ +F−1

G G2υ∗)∥

≤ ∥QF−1
G D∥ 3τ3

4

(
∥DF−1

G ∇ζ∥2 + b2D
)
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Risk of estimation

Fix Q : Rp →R
q and define

pD
def
= trVar(DF−1

G ∇ζ) , bD = ∥DF−1
G G2υ∗∥ ,

pQ
def
= trVar(QF−1

G ∇ζ) , bQ = ∥QF−1
G G2υ∗∥ ,

RQ
def
= E{∥QF−1

G (∇ζ −G2υ∗)∥2 1IΩ(x)} ≤ pQ + b2Q .

Theorem

E
{
∥Q(υ̃G − υ∗)∥ 1IΩ(x)

}
≤ R1/2

Q + ∥QF−1
G D∥ 3τ3

4

(
pD + b2D

)
,

(1− αQ)
2RQ ≤ E

{
∥Q (υ̃G − υ∗)∥2 1IΩ(x)

}
≤ (1 + αQ)

2RQ

provided αQ
def
=

∥QF−1
G D∥ (3/4)τ3 (pD + b2D)√

RQ

< 1 .

Linearly pertubed optimization: theory and applications · 8. Oktober 2024 · Seite 12 (60)



Effective and critical dimension. Full-dimensional case

With n = λmin(D
2) , Q = D = n1/2

Ip , and RG = pG + b2G

E
{
∥n1/2 (υ̃G − υ∗)∥2 1IΩ(x)

}
= RG

(
1± τ3

√
RG

)
.

A sharp bound under τ3
√
pG ≪ 1 and τ3 bG ≪ 1 .

Critical dimension: with τ3 ≍ n−1/2

pG ≪ n.
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Nonlinear regression

Let observations Y1, . . . , Yn follow the nonlinear regression model

Yi = m(Xi,θ) + εi

with independent zero mean errors εi .

Target parameter θ ∈ Θ ⊂Rp for p large/infinite.

Example in mind: θ codes the architecture of a DNN.

Aim: estimation/inference on θ .

Least squares estimation (Gauss, Legendre):

θ̃ = argmin
θ

∥Y −m(Xi,θ)∥2.

Problems: L(θ) is not concave, the gradient ∇ζ(θ) = ∇m(θ)ε of the

stochastic component depends on θ , both SLS assumptions fail.
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Enforcing a stochastic linearity by calming

Calming = (pre)smoothing + relaxation + regularization.

(Pre)smoothing (or dual representation/kernelization/observables):

Z = ΦY , Φ : Rn →R
q .

Further, define M(θ)
def
= Φm(θ) and represent

Y = m(θ) + ε → ΦY ≈ η +Φε and η ≈ M(θ).

Then ∥Y −m(θ)∥2 transforms to

∥ΦY − η∥2 + λ∥Φm(θ)− η∥2 = ∥Z − η∥2 + λ∥M(θ)− η∥2

with a Lagrange multiplier λ . Leads to

2L (θ,η) = −∥Z − η∥2−λ∥M(θ)− η∥2 ,

2LG(θ,η) = −∥Z − η∥2−λ∥M(θ)− η∥2−∥Gθ∥2 − ∥Γη∥2
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Procedure

Consider (with λ = 1 )

L (θ,η) = −1

2
∥SY − η∥2 − 1

2
∥Sm(θ)− η∥2

= −1

2
∥Z − η∥2 − 1

2
∥M(θ)− η∥2

υ̃G is given by

LG(υ) = L (θ,η) = −1

2
∥Z − η∥2 − 1

2
∥M(θ)− η∥2 − 1

2
∥Gθ∥2,

υ̃G = argmax
υ∈Υ

LG(υ).

Profile MLE: θ̃G = argmax
θ

max
η

LG(υ).
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Definitions

With m∗ = EY and M ∗ = Sm∗

υ∗ = argmin
υ=(θ,η)∈Υ

{
∥M ∗ − η∥2 + ∥M (θ)− η∥2

}
,

υ∗
G = argmin

υ=(θ,η)∈Υ

{
∥M ∗ − η∥2 + ∥M (θ)− η∥2 + ∥Gθ∥2

}
.

The θ -component θ∗ of υ∗ (resp. θ∗
G of υ∗

G ) solves the original

problem in which the smoothed response Z = S Y is replaced by the

auxiliary parameter η∗ (resp. η∗
G ):

θ∗ = argmin
θ∈Θ

∥M (θ)− η∗
G∥2 ,

θ∗
G = argmin

θ∈Θ

{
∥M(θ)− η∗

G∥2 + ∥Gθ∥2
}
.
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Conditions. Warm start

Let

D2(θ) =
1

2
∇M (θ) ∇M (θ)⊤ =

1

2

q∑
j=1

∇Mj(θ) ∇Mj(θ)
⊤ ∈ Mp .

For an initial guess θ0 , define D0 = D(θ0) and

Θ◦ =
{
θ : ∥D0(θ − θ0)∥ ≤ r0

}
(θ∗) It holds θ∗ ∈ Θ◦ and θ∗

G ∈ Θ◦ .

Conditions of this kind are often applied in nonlinear optimization for

studying, e.g. Gauss-Newton iterations; see e.g. [Gratton et al., 2007].
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Conditions. Smoothness / self-concordance

With

D2(θ) =
1

2
∇M (θ) ∇M (θ)⊤ , D0 = D(θ0) ,

assume

(∇M) For some ω+ ≤ 1/3 and any θ ∈ Θ◦ , it holds

(1− ω+)D2
0 ≤ D2(θ) ≤ (1 + ω+)D2

0.

(∇kM) For k ∈ {2, 3, 4} and small κ ≥ 0 , uniformly over

θ ∈ Θ◦ and u ∈Rp

q∑
j=1

⟨∇kMj(θ),u
⊗k⟩2 ≤ κ2k−2 ∥D0u∥2k .
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Errors

For ζ(υ∗) = L (υ)−EL (υ) , it holds

∇ζ =

(
0

∇ηζ

)
=

(
0

Sε

)
,

Bounding ∇ζ can be easily reduced to a similar question for Sε .

(Sε) The vector Sε satisfies for all considered x > 0

P
(
∥Sε∥ > z(V 2, x)

)
≤ 3e−x,

where

V
2 def
= Var(Sε) = S Var(ε)S⊤,

z(V 2, x)
def
=

√
trV 2 +

√
2x ∥V 2∥ .

[Spokoiny, 2024b], [Spokoiny, 2024a].
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Full dimensional information matrix and identifiability

With

L (θ,η) = −1

2
∥Z − η∥2 − 1

2
∥M (θ)− η∥2

it holds

FG(υ)
def
= −∇2LG(υ) =

(
FG(υ) −∇M(θ)

−∇M(θ)⊤ 2 Iq

)
with the upper left diagonal block

FG(υ)
def
= ∇M(θ)∇M(θ)⊤ +

q∑
j=1

{Mj(θ)− ηj}∇2Mj(θ) +G2 .

Define F
def
= F (υ∗

G) .
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Full dimensional information matrix and metric tensor

With

D2(θ) =
1

2
∇M (θ) ∇M(θ)⊤

and D2 = D2(θ∗
G) , define

D2 = block{D2, Iq} .

Lemma

It holds

F−1
G ≤ 2

(
(D2 + 2G2)−1 0

0 Iq

)
.
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Main results

With MG = (G2θ∗, 0) , define

bD
def
= ∥DF−1

G MG∥ ≤ 2 ∥DF−1
G G2θ∗∥ .

Theorem

Let rD
def
= 2z(V 2, x) and

r0 κ <
1

4
, r0 ≥

3

2
(rD ∨ bD) , τ3 (rD ∨ bD) <

2

9
.

It holds on Ω(x) with for any linear mapping Q on θ∥∥Q{θ̃G − θ∗ − (F−1
G ∇ζ)θ + (F−1

G MG)θ}
∥∥

≤ ∥QD−1∥ 3τ3
2

(
∥2Sε∥2 + b2D

)
.
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Risk bounds

Also, define

pQ
def
= trVar

{
Q(F−1

G ∇ζ)θ
}
,

RQ
def
= E

{∥∥Q(F−1
G ∇ζ)θ −Q(F−1

G MG)θ
∥∥2

1IΩ(x)

}
≤ pQ + ∥Q (F−1

G MG)θ∥2 .

Theorem

With spD = E∥DF−1
G ∇ζ∥2 ≤ E∥2Sε∥2 , it holds

E
{
∥Q(θ̃G − θ∗)∥ 1IΩ(x)

}
≤

√
RQ + ∥QD−1∥ 3τ3

2

(
spD + b2D

)
.
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Critical dimension

Define the full effective dimension

spD = E∥2Sε∥2 ≤ 4σ2 q

The effective sample size n is defined via the constant κ from

(∇kM) . We use

τ3 ≍ κ ≍ n−1/2.

The results require

spG ≪ n.
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Matrix complition

Suppose that a matrix Y = (Yij) ∈Rp×q is partly observed with noise:

Yij = Xij + εij , (i, j) ∈ G,

where G describes the “design”. The goal is to recover the matrix X = (Xij)

under a “low-rank” condition. The latter yields the representation

X = U ΛV ⊤ =
∑
m

λm um v⊤
m , (1)

where Λ = diag(λ1, . . . , λr) , U = (u1, . . . ,ur) ∈Rp×r ,

V = (v1, . . . ,vr) ∈Rp×r , and the vectors um are orthonormal in Rp while

vm are orthonormal in Rq . In the case when all the eigenvalues λj are different

and ordered by absolute values |λ1| > . . . > |λr| , representation (1) is unique.
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Matrix completion and identifiability

Let now (Tk) be a collection of “templates” in Rp×q , k = 1, . . . ,K . A typical

example is of the form

T = diag(δi)1p×q diag(δ′j),

where 1p×q is the matrix of ones in Rp×q and (δ1, . . . , δp) , (δ′1, . . . , δ
′
q) are

obtained as independent Bernoulli r.v.’s. Informally, we include in the template T
each row i with probability α1,i and each column j with probability α2,j . Define

z(T )
def
= ⟨X, T ⟩ =

∑
(i,j)∈G

Tij Xij

Z(T )
def
= ⟨Y , T ⟩ =

∑
(i,j)∈G

Tij Yij .

Also introduces “observables” Zk and the image parameters zk

Zk = ⟨Y , Tk⟩, zk = ⟨X, Tk⟩.
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Matrix completion and identifiability

The whole set of parameters include orthonormal vectors U = (u1, . . . ,ur) in

R
p and V = (v1, . . . ,vr) in Rq , the vector of eigenvalues

λ = (λ1, . . . , λr)
⊤ , and the image vector z = (zk) leading to the log-likelihood

L (U ,V ,λ, z) = −1

2
∥Z − z∥2 − 1

2

K∑
k=1

∣∣zk − ⟨Tk,UΛV ⊤⟩
∣∣2

= −1

2

K∑
k=1

|⟨Y , Tk⟩ − zk|2 −
1

2

K∑
k=1

∣∣∣∣zk −
r∑

m=1

λm u⊤
mTk vm

∣∣∣∣2 .
(Near) orthonormality of the um ’s and vm ’s can be enforced by the penalty

µ
(
∥U⊤U − Ir∥2Fr + ∥V ⊤V − Ir∥2Fr

)
.
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Full dimensional information matrix and identifiability

Identifiability of the model is supported by a penalty
∑

m g2mλ
2
m on the eigenvalues

λ1, . . . , λr with g21 < . . . < g2r . Finally, to distinguish between um and −um ,

add the penalty ∥U −E∥2Fr =
∑

m ∥um − em∥2 for given orthonormal vectors

em and similarly for vm .

In total

L (U ,V ,λ, z) = −1

2
∥Z − z∥2 − 1

2

K∑
k=1

∣∣zk − ⟨Tk,UΛV ⊤⟩
∣∣2

− µg

2

r∑
m=1

g2mλ
2
m

− µo

2

(
∥U⊤U − Ir∥2Fr + ∥V ⊤V − Ir∥2Fr

)
− µe

2

(
∥U −E∥2Fr + ∥V −E′∥2Fr

)
. (2)
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Full dimensional information matrix and identifiability

The whole procedure includes the following steps:

■ Fix a collection of templates Tk and compute Zk = ⟨Tk,Y ⟩ ;

■ Fix the matrices E = (e1, . . . , er) ∈Rp×r with E⊤E = Ir
and similarly E′ = (e′

1, . . . , e
′
r) ∈Rq×r with E′⊤E′ = Ir

■ Solve the maximization problem υ̃ = argmaxυ L (υ) for

L (υ) from (2) by alternating optimization.

■ Build X̃ using the solution υ̃ e.g.

X̃ = Ũ diag(λ̃) Ṽ
⊤
=

r∑
m=1

λ̃m ũm ṽ⊤
m .

■ If necessary, redesign E and E′ and repeat.
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Gaussian mixture

With ϕ(x) = C exp(−∥x∥2/2) , consider

f(x) =

∫
ϕ
(x−m

σ

)
dµ(m, σ) . (3)

Usually, the mixing measure µ is discrete with well separated atoms

{(mk, σk), k ∈ K } :

µ =
∑
k∈K

µk 1Imk,σk
.

Then µ = µθ with θ =
{
(µk,mk, σk), k ∈ K

}
, where

∑
k µk = 1 .

f(x) = f(x,θ) =
∑
k∈K

µk ϕ
(x−mk

σk

)
.

Later we consider µ = µθ =
∑

j µk δmk,σk
.
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Gaussian mixture

Let Xi be i.i.d. from f . Consider the problem of recovering the mixing measure µ

from the data. Given a family of test functions (ψj(x)) , define the observables

Zj
def
=

1

n

n∑
i=1

ψj(Xi) .

One example is given by a collection ψj(x) = ψ(∥x− xj∥2/s2j ) for a kernel ψ , a

fixed set of points xj and scalings sj , j ≤ q . Denote

ψj(m, σ)
def
=

∫
ψj(x)ϕ

(x−m

σ

)
dx

Under (3), it holds

EZj =

∫
ψj(x) f(x)dx =

∫∫
ψj(x)ϕ

(x−m

σ

)
dµ(m, σ) dx

=

∫
ψj(m, σ) dµ(m, σ) = µ(ψj).
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Gaussian mixture

The calming device suggests to introduce the image parameter z and the extended

log-likelihood L (υ) = L (θ, z) with

L (θ, z)
def
= −1

2
∥Z − z∥2 − 1

2
∥z − µθ(Ψ)∥2 ,

where µθ(Ψ) is a vector in Rq with the entries

µθ(ψj) =
∑
k∈K

µk ψj(mk, σk) .
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Gaussian mixture. Identifiability

To overcome the issue of identifiability problem, introduce a penalty

penκ(µ)
def
=

∑
k∈K

κ2
k µ

2
k ,

where κ2
k strictly increase with k . Such a penalty ensures identifiability if the true

weights µ∗
k of each component ϕmk,σk

are significantly different. Unfortunately, the

problem is not completely resolved if there are different components with nearly the

same weights µ∗
k . One possibility to make it fixed is by using an additional penalty

penG(θ) based on the distance of each mean mk from the origin (or any other

fixed point m0 ):

penG(m)
def
=

∑
k∈K

∥Gmk∥2 ,

where the matrix G identifies the distance from each mean mk to the origin. In

particular, one can use G2 = diag(g2j ) with g2j strictly increasing.
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Gaussian mixture

Altogether leads to the following approach: for υ = (θ, z) = {(µk,mk, σk), (zj)}
and pen(υ) = penκ(θ) + penG(m)

υ̃G = argmax
υ

{
L (υ)− 1

2
pen(υ)

}
= argmax

υ

{
−1

2
∥Z − z∥2 − 1

2
∥z − µθ(Ψ)∥2

− 1

2

∑
k∈K

∥Gmk∥2 −
1

2

∑
k∈K

κ2
k µ

2
k

}
.

The structural penalty ∥z − µθ(Ψ)∥2 creates some difficulties for the analysis,

however, it is deterministic and smooth in the scope of arguments.
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Deep Neural Network with one hidden layer

Let, for an input vector x = (xm) ∈Rd , the hidden layer transformation is given by

x(1) = σ(a+Wx),

where a ∈Rp , W :Rd →R
p , and σ is a coordinate-wise activating function,

e.g.

σ(t) = λ−1 log(1 + eλt).

The transformed vectors x(1) enter in the logistic regression model for binary labels

Yi

P(Y = 1
∣∣x(1)) = softmax(x(1)), P(Y = 0

∣∣x(1)) = 1− softmax(x(1)) .

The structure of this neuronal network is described by the structural parameter

υ = (a,W ) .
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Deep Neural Network with one hidden layer

Now consider the statistical problem of inference about this parameter given

independent data (Xi, Yi) . The corresponding log-likelihood involves the fidelity

term L(Y ,x(1)) =
∑

i ℓ(Yi, ηi) with ℓ(y, η) = yη − log(1 + eη) ,

ηi = softmax(x
(1)
i ) and the structural terms ∥X(1) − σ(a+WX)∥2 . We also

add some penalty on a = (aj) and W = (wmj) :

pen(a) =
1

2
∥T a∥2 =

1

2

∑
j

a2j T 2
j ,

pen(W ) =
1

2
⟨G,W ⟩2 =

1

2

∑
m,j

w2
mjG2

mj ,

with Tj and Gmj polynomially growing in j . This enables us to identify the most

informative nodes in the hidden layer and control the overall complexity of the

network.
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Deep Neural Network with one hidden layer

This results in maximization of the penalized log-likelihood

L (a,W,X(1)) = L(Y , softmax(X(1)))− µ

2
∥X(1) − σ(a+WX)∥2

−1

2
∥T a∥2 − 1

2
⟨G,W ⟩2

with a Lagrange multiplyer µ . The structural relation X(1) ≡ σ(a+WX) is

relaxed and replaced by the structural penalty µ
2 ∥X

(1) − σ(a+WX)∥2 .

Introducing the auxillary variable X(1) is not mandatory, one can use

X(1) ≡ σ(a+WX) . However, it can be useful, e.g. for an additional penalization.

One example of choosing the penalty on a and W is given by T 2
j = caj

2β , and

G2
mj = G2

j = cwj
2β for e.g. β = 2 and some constants ca, cw . Any prior

information about the input features X can be incorporated in the penalty

coefficients Am leading to a structure G2
mj = G2

m + G2
j , e.g.

G2
mj = cxm

2β + cwj
2β .
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Multilevel DNN

This construction extends to a K -layer network using recurrence

X(k) = σ(a(k) +W (k)X(k−1))

for k = 1, . . . ,K and X(0) = X . This leads to the log-likelihood

LG(X
(1),a(1),W (1), . . . ,X(K),a(K),W (K)) = L(Y ,X(K))

− 1

2

K∑
k=1

(
∥X(k) − σ(a(k) +W (k)X(k−1))∥2 + ∥T (k)a(k)∥2 + ⟨W (k),G(k)⟩2

)
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Outline

1 Statistical inference

Linear and SLS models

Nonlinear regression. Theoretical study

2 Structural modeling: Examples

Matrix completion

Gaussian mixture

Deep Neural Networks

3 Gaussian Variational Inference

4 Optimization vs sampling
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Gaussian VI

Let Pf ∼ exp f(x) . Denote by Nx,Z the Gaussian measure with

the mean x and covariance Z−1 , i.e. Nx,Z
def
= N (x,Z−1) .

Gauss VI: (xVI,ZVI) = arginf
x,Z

K (Nx,Z ∥Pf ).

Natural candidates:

1. Laplace: xVI ≈ argmax f(x) , ZVI ≈ −∇2f(x∗) ;

2. Moments: xVI ≈ EfX , Z−1
VI ≈ Varf (X) .

[Katsevich and Rigollet, 2023] argued for (2).
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Some literature

■ [David M. Blei and McAuliffe, 2017] Variational Inference: A review

for statisticians

■ [Zhang and Gao, 2020] Convergence rates of variational posterior

distributions

■ [Wang and Blei, 2019] Frequentist consistency of variational

Bayes

■ [Han and Yang, 2019] Statistical inference in mean-field

variational Bayes

■ [Challis and Barber, 2013] Gaussian Kullback-Leibler approximate

inference

■ [Alquier and Ridgway, 2020] Concentration of tempered posteriors

and of their variational approximations

■ [Lambert et al., 2023] Variational inference via Wasserstein

gradient flows

Linearly pertubed optimization: theory and applications · 8. Oktober 2024 · Seite 43 (60)



Representation of the KL-divergence

The VI approach assumes minimizing of the KL-divergence

K (Nx,Z ∥Pf ) over all feasible x,Z . Here we rewrite this problem

in terms of local parameters a and S .

Lemma

For any x and any Z , it holds

K (Px,Z ∥Pf ) = C +
1

2
log det(Z−1)− p

2
−Ef(x+ γZ) .

with C depending on f and p only.
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Representation of the KL-divergence

With Cf
def
= log

∫
ef(sx+u) du and Cp = (2π)−p/2 , for any u ∈Rp

dPf

du
(x+ u) = e−Cf ef(x+u) ,

dPx,Z

du
(x+ u) = Cp det(Z1/2) e−∥Z1/2u∥2/2 .

This yields with γZ ∼ N (0,Z−1) and γ ∼ N (0, Ip)

Ex,Z log
dPx,Z

dPf

= Cf + log Cp −Ef(x+ γZ)−
1

2
E∥γ∥2 − 1

2
log det(Z−1) ,

and the result follows in view of E∥γ∥2 = p .
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Z -vicinity

With F = −∇2f(sx) , represent Z in the form

Z
−1/2 = F

−1/2 + S or F
1/4

Z
−1/2

F
1/4 = Ip + F

1/4 S F
1/4.

A vicinity of F using Kullback-Leibler divergence K (N
sx,F ∥Nsx,Z) .

Lemma

Let Z−1/2 = F−1/2 + S and U = F1/4 S F1/4 fulfill ∥U∥ ≤ ν < 1 . Then

K (N
sx,F ∥Nsx,Z)

= − log det(Ip + F
1/4 S F

1/4) +
1

2
tr
{
F(F−1/2 + S)2 − Ip

}
= − log det(Ip + U) + trU +

1

2
tr(FS2) ≥ 1

2
tr(FS2). (4)
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Proof

For two Gaussian distributions N
sx,F,Nsx,Z with the same mean sx

K (N
sx,F ∥Nsx,Z) =

1

2

{
− log det(F Z−1) + tr(FZ−1 − Ip)

}
= − log det

{
F
1/2(F−1/2 + S)

}
+

1

2
tr
{
F(F−1/2 + S)2 − Ip

}
= − log det(Ip + U) +

1

2
tr(FS2 + 2F1/2S)

and (4) follows by x− log(1 + x) ≥ 0 for any x > −1 .
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VI as optimization problem

Consider symmetric matrices S ∈ Mp such that for some ν < 1

∥F1/4 S F
1/4∥ ≤ ν . (5)

Lemma

With γ ∼ N (0, Ip) , a ∈Rp , and S ∈ Mp satisfying (5), define

H(a, S)
def
= − log det(F−1/2 + S)−Ef(sx+ a+ (F−1/2 + S)γ),

(â, Ŝ)
def
= argmin

(a,S)
H(a, S) .

Then the VI problem leads to minimization of the function H(a, S) :

(x̂, Ẑ)
def
= argmin

(x,Z)
K (Px,Z ∥Pf ) =

(
sx+ â, (F−1/2 + Ŝ)−2

)
.

Linearly pertubed optimization: theory and applications · 8. Oktober 2024 · Seite 48 (60)



VI problem revisited

For X ∼ Pf ∝ ef(x) , consider

sx = EfX, Σ = Var(X), F = −∇2f(sx).

Consider

H(a, S)
def
= − log det(F−1/2 + S)−Ef(sx+ a+ (F−1/2 + S)γ),

(â, Ŝ)
def
= argmin

(a,S)

H(a, S) .

A guess (a, S) = (0, 0) . How far from the solution (â, Ŝ) ?

Technical issue: anisotropic smoothness in a and S directions.

Fix Z−1/2 = F−1/2 + S and optimize w.r.t. a .
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Score

For Z−1/2 = F−1/2 + S fixed, consider H(a) = H(a, S)

â
def
= argmin

a
H(a) = argmax

a
Ef(sx+ a+ Z

−1/2γ) .

Main step: compute A = ∇H(0) and F = −∇2H(0) .

A guess: F ≈ F = −∇2f(sx) , A ≈ 0 up to fourth order.
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Hessian

Fix a and consider

h(t) = −Ef(sx+ ta+ Z
−1/2γ).

Lemma

The function h(t) = H(ta) is strongly convex and satisfies

h′′(t) = −
〈
E∇2f(sx+ ta+ Z

−1/2 γ),a⊗2
〉
.

Concavity of f(·) implies convexity of h .

Linearly pertubed optimization: theory and applications · 8. Oktober 2024 · Seite 51 (60)



Evaluating h′′(0)

Lemma

It holds with F = −∇2f(sx)

h′′(0) = −E ⟨∇2f(sx+ γZ),a
⊗2⟩ ,

and with p = tr(DF−1D) and α = ∥DF−1D∥

∣∣h′′(0)− a⊤
Fa

∣∣ ≤ τ4(p + 2α)

2
∥Da∥2 . (6)
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Proof

It holds

−⟨∇2f(sx),a⊗2⟩ = a⊤
Fa .

For any u ∈Rp ,∣∣−⟨∇2f(sx+ γZ),u
⊗2⟩+ ⟨∇2f(sx),u⊗2⟩+ ⟨∇3f(sx),γZ ⊗ u⊗2⟩

∣∣
≤ 1

2
τ4 ∥DγZ∥2 ∥Du∥2.

With p = tr(D2F−1)

E∥DγZ∥2 = p .

Further, E⟨∇3f(sx),γZ ⊗ a⊗2⟩ = 0 and (6) follows.
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First derivative

Define for any direction a

h(t) = −Ef(sx+ ta+ Z
−1/2 γ).

Lemma

It holds with p = tr(DF−1D) , α = ∥DF−1D∥ ,

∣∣h′(0)
∣∣ ≤ τ4 (p + α)3/2

6
∥Da∥+ ♢4,1

1−♢
∥Da∥ .
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Proof

With γZ = Z−1/2γ , Taylor expansion of ∇f(sx+ γZ) yields for any

u ∈Rp∣∣⟨∇f(sx+ γZ),u⟩ − ⟨∇f(sx),u⟩ − ⟨∇2f(sx),γZ ⊗ u⟩

−1

2
⟨∇3f(sx),γF ⊗ γZ ⊗ u⟩

∣∣ ≤ 1

6
τ4 ∥DγZ∥3 ∥Du∥ . (7)

Also by Laplace approximation∣∣∇f(sx),a⟩ − 1

2
E⟨∇3f(sx),γF ⊗ γF ⊗ a⟩

∣∣ ≤ ♢4,1

1−♢
∥Da∥ .

Now we apply (7) with u = a and E∥DγF∥3 ≤ (p + α)3/2 . The use of

E⟨∇2f(sx),γF ⊗ a⟩ = 0 yields

∣∣E ⟨∇f(sx+ Z
−1/2γ),a⟩

∣∣ ≤ τ4 (p + α)3/2

6
∥Da∥+ ♢4,1

1−♢
∥Da∥.
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Accuracy

Theorem (3-bound)

∥∥F1/2â− F
−1/2A

∥∥ ≤ τ3∥F−1/2A∥3

Theorem (4-bound)

∥∥F1/2â− F
−1/2A− F

−1/2∇T (F−1A)
∥∥ ≤ C(τ 23 + τ4)∥F−1/2A∥3 .
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• How we train machine learning – SGD 
• Approaches to reduce variance
• Towards adaptive SGD

• Polyak step-size, MoMo
• D-Adaptation



Quick Intro to ML

Problem formulation, notation, algorithms, …
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What is Machine Learning

• ML is part of AI where algorithms/tools learn and improve from 
experience without to explicitly program it 

Problem: Assume you are software 
engineer and need to write a program 
that decide in on given image is a 
human.

Question: How would you approach 
this problem?
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Choose a loss function to measure the success/failure 

Choose a family of prediction functions 𝜙𝜙(𝑎𝑎, 𝑥𝑥) parametrized by 𝑥𝑥 ∈ 𝑅𝑅𝑑𝑑

Task: Find a good parameter 𝑥𝑥 !

prediction                         true label  

Goal: Predict label for given input, how?

Example: linear predictor 𝜙𝜙 𝑎𝑎, 𝑥𝑥 = 𝑎𝑎𝑇𝑇𝑥𝑥

𝑎𝑎𝑖𝑖 ,𝑦𝑦𝑖𝑖 ∼ 𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷

𝜙𝜙 𝑎𝑎𝑖𝑖 , 𝑥𝑥 ≈ 𝑦𝑦𝑖𝑖
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Sample 𝐷𝐷 points i.i.d.
{ (𝑎𝑎𝑖𝑖 ,𝑦𝑦𝑖𝑖) }𝑖𝑖=1𝑛𝑛 ∼ 𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷

Training procedure

min
𝑥𝑥∈𝑅𝑅𝑑𝑑

𝑓𝑓(𝜙𝜙 𝑎𝑎𝑖𝑖; 𝑥𝑥 ,𝑦𝑦𝑖𝑖)min
𝑥𝑥∈𝑅𝑅𝑑𝑑

𝐸𝐸[𝑓𝑓 𝜙𝜙 𝑎𝑎𝑖𝑖; 𝑥𝑥 ,𝑦𝑦𝑖𝑖 ]

𝑎𝑎𝑖𝑖 ,𝑦𝑦𝑖𝑖 ∼ 𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷

min
𝑥𝑥∈𝑅𝑅𝑑𝑑

𝑓𝑓 𝑥𝑥 =
1
𝐷𝐷
�
𝑖𝑖=1

𝑛𝑛

𝑓𝑓 𝜙𝜙 𝑎𝑎𝑖𝑖; 𝑥𝑥 ,𝑦𝑦𝑖𝑖 =
1
𝐷𝐷
�
𝑖𝑖=1

𝑛𝑛

𝑓𝑓𝑖𝑖 (𝑥𝑥)
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• Large number of samples  

• Large dimension 

• 𝑓𝑓(𝑥𝑥) potentially nonconvex

The problem formlation – Empirical risk minimization

min
𝑥𝑥∈𝑅𝑅𝑑𝑑

𝑓𝑓 𝑥𝑥 =
1
𝐷𝐷
�
𝑖𝑖=1

𝑛𝑛

𝑓𝑓𝑖𝑖 (𝑥𝑥)

Includes:
• Linear systems
• Linear regression
• Logistic regression
• Binary classification
• Neural networks
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The “Size” Challenge in ML!

https://research.aimultiple.com/large-language-model-training/
https://huggingface.co/blog/large-language-models

Models are getting larger and 

training takes months! 

Expensive and energy 

intensive!

https://research.aimultiple.com/large-language-model-training/
https://huggingface.co/blog/large-language-models


Stochastic Gradient Descent (SGD) – (SG?)

The State-Of-The-Art (SOTA) for Training DNN
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H. Robbins and S. Monro
A Stochastic Approximation Method
Annals of Mathematical Statistics 22, pp. 400–407, 1951

Sutton Monro
was professor at Lehigh University

n is big

Stochastic Gradient Descent

min
𝑥𝑥∈𝑅𝑅𝑑𝑑

𝑓𝑓 𝑥𝑥 =
1
𝐷𝐷
�
𝑖𝑖=1

𝑛𝑛

𝑓𝑓𝑖𝑖 (𝑥𝑥)
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i = chosen uniformly at 
random

stepsize

Each iteration n times cheaper 
than 1 iteration of GD

Kingma, Diederik P., and Jimmy Ba
Adam: A method for stochastic optimization, 2014
Over 26,080 citations (as of 4th of August 2019)

SGD

GD

Time [hours]
1        10         20         30

er
ro

r
Kingma, Diederik P., and Jimmy Ba
Adam: A method for stochastic optimization, 2014
Over 55,442 citations (as of 12th of October 2020)

Kingma, Diederik P., and Jimmy Ba
Adam: A method for stochastic optimization, 2014
Over 113,212 citations (as of 14th of July 2022)

Kingma, Diederik P., and Jimmy Ba
Adam: A method for stochastic optimization, 2014
Over 184,276 citations (as of 7th of July 2024)

Unbiased estimate of the gradient

𝐸𝐸[∇𝑓𝑓𝑖𝑖 𝑥𝑥𝑘𝑘 ] = ∇𝑓𝑓(𝑥𝑥𝑘𝑘)

Stochastic Gradient Descent

𝑥𝑥𝑘𝑘+1 = 𝑥𝑥𝑘𝑘 − 𝜂𝜂𝑘𝑘∇𝑓𝑓𝑖𝑖(𝑥𝑥𝑘𝑘)



SGD - How it works?

f1

f2 f3

fn

w0



SGD - How it works?

f1

f2 f3

fn

w0 w1



SGD - How it works?

f1

f2 f3

fn

w0 w1w2
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Analysis of SGD
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Assumptions

• functions 𝑓𝑓(𝑥𝑥) are convex, L-smooth and  𝜇𝜇 − strongly convex

• stochastic gradient 𝑔𝑔𝑘𝑘 = ∇𝑓𝑓𝑖𝑖 𝑥𝑥𝑘𝑘
has bounded second moment

𝐸𝐸 ||𝑔𝑔𝑘𝑘 ||2 ≤ 𝐺𝐺2
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Convergence guaranetees - Derivation

𝑓𝑓 𝑥𝑥𝑘𝑘+1 ≤ 𝑓𝑓 𝑥𝑥𝑘𝑘 + ∇𝑓𝑓 𝑥𝑥𝑘𝑘 ,−𝜂𝜂∇𝑓𝑓𝑖𝑖 𝑥𝑥𝑘𝑘 +
𝐿𝐿
2

|| − 𝜂𝜂∇𝑓𝑓𝑖𝑖 𝑥𝑥𝑘𝑘 ||2

𝑓𝑓 𝑥𝑥𝑘𝑘+1 ≤ 𝑓𝑓 𝑥𝑥𝑘𝑘 + ∇𝑓𝑓 𝑥𝑥𝑘𝑘 ,−𝜂𝜂𝑔𝑔𝑘𝑘 +
𝐿𝐿𝜂𝜂2

2
|| 𝑔𝑔𝑘𝑘||2

𝑬𝑬 ||𝒈𝒈𝒌𝒌||𝟐𝟐 ≤ 𝑮𝑮𝟐𝟐

𝑓𝑓 𝑦𝑦 ≤ 𝑓𝑓 𝑥𝑥 + ∇𝑓𝑓 𝑥𝑥 ,𝑦𝑦 − 𝑥𝑥 +
𝐿𝐿
2

|| 𝑦𝑦 − 𝑥𝑥||2

𝐸𝐸 𝑓𝑓 𝑥𝑥𝑘𝑘+1 𝑥𝑥𝑘𝑘 − 𝑓𝑓∗ ≤ 𝑓𝑓 𝑥𝑥𝑘𝑘 − 𝑓𝑓∗ − 𝜂𝜂 ∇𝑓𝑓 𝑥𝑥𝑘𝑘 ,𝐸𝐸 𝑔𝑔𝑘𝑘 𝑥𝑥𝑘𝑘] +
𝐿𝐿𝜂𝜂2

2
𝐸𝐸 || 𝑔𝑔𝑘𝑘||2 𝑥𝑥_𝑘𝑘]

𝐸𝐸 𝑓𝑓 𝑥𝑥𝑘𝑘+1 𝑥𝑥𝑘𝑘 − 𝑓𝑓∗ ≤ 𝑓𝑓 𝑥𝑥𝑘𝑘 − 𝑓𝑓∗ − 𝜂𝜂|| ∇𝑓𝑓 𝑥𝑥𝑘𝑘 ||2 +
𝐿𝐿𝜂𝜂2

2
𝐺𝐺2

𝐸𝐸 𝑓𝑓 𝑥𝑥𝑘𝑘+1 𝑥𝑥𝑘𝑘 − 𝑓𝑓∗ ≤ 𝑓𝑓 𝑥𝑥𝑘𝑘 − 𝑓𝑓∗ − 𝜂𝜂𝜂 𝜇𝜇 (𝑓𝑓 𝑥𝑥𝑘𝑘 − 𝑓𝑓∗) +
𝐿𝐿𝜂𝜂2

2
𝐺𝐺2

||𝛁𝛁𝛁𝛁 𝐱𝐱 ||𝟐𝟐 ≥ 𝟐𝟐 𝝁𝝁 ( 𝒇𝒇 𝒙𝒙 − 𝒇𝒇∗)

𝐸𝐸 𝑓𝑓 𝑥𝑥𝑘𝑘+1 𝑥𝑥𝑘𝑘 − 𝑓𝑓∗ ≤ 1 − 𝜂𝜇𝜇𝜂𝜂 (𝑓𝑓 𝑥𝑥𝑘𝑘 − 𝑓𝑓∗) +
𝐿𝐿𝜂𝜂
2
𝐺𝐺2
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Convergence guaranetees - Derivation

𝐸𝐸[𝑓𝑓 𝑥𝑥𝑘𝑘+1 ]− 𝑓𝑓∗ ≤ 1− 𝜂𝜇𝜇𝜂𝜂 (𝐸𝐸[𝑓𝑓 𝑥𝑥𝑘𝑘 ] − 𝑓𝑓∗) +
𝐿𝐿𝜂𝜂2

2
𝐺𝐺2

rk = 𝐸𝐸[𝑓𝑓 𝑥𝑥𝑘𝑘 ] − 𝑓𝑓∗
𝐷𝐷𝑘𝑘+1 ≤ 1 − 𝜂𝜇𝜇𝜂𝜂 𝐷𝐷𝑘𝑘 +

𝐿𝐿𝜂𝜂2

2
𝐺𝐺2

Q: What can we show about 𝐫𝐫𝐤𝐤 ?  

�̃�𝐷 = 1 − 𝜂𝜇𝜇𝜂𝜂 �̃�𝐷 +
𝐿𝐿𝜂𝜂2

2
𝐺𝐺2

IDEA: Find the fix point!

�̃�𝐷 =
𝐿𝐿𝜂𝜂
4 𝜇𝜇

𝐺𝐺2

𝐷𝐷𝑘𝑘+1 − �̃�𝐷 ≤ 1 − 𝜂𝜇𝜇𝜂𝜂 𝐷𝐷𝑘𝑘 − �̃�𝐷 +
𝐿𝐿𝜂𝜂2

2
𝐺𝐺2Putting together

𝐷𝐷𝑘𝑘+1 − �̃�𝐷 ≤ 1 − 𝜂𝜇𝜇𝜂𝜂 𝐷𝐷𝑘𝑘 − �̃�𝐷 + 2𝜂𝜂𝜇𝜇
𝐿𝐿𝐿𝐿
4 𝜇𝜇

𝐺𝐺2 = 1 − 𝜂𝜇𝜇𝜂𝜂 𝐷𝐷𝑘𝑘 − �̃�𝐷 + 𝜂𝜂𝜂𝜇𝜇 �̃�𝐷

𝐷𝐷𝑘𝑘+1 − �̃�𝐷 ≤ 1 − 𝜂𝜇𝜇𝜂𝜂 (𝐷𝐷𝑘𝑘−�̃�𝐷) 𝒓𝒓𝒌𝒌 ≤
𝑳𝑳𝜂𝜂
𝟒𝟒 𝝁𝝁

𝑮𝑮𝟐𝟐 + 𝟏𝟏 − 𝟐𝟐𝝁𝝁𝜂𝜂 𝒌𝒌 (𝒓𝒓𝟎𝟎−�𝒓𝒓)
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Decreasing variance 

𝑽𝑽𝑽𝑽𝒓𝒓[𝒈𝒈𝒌𝒌] is causing the algorithm to get confused near optimum solution!

Q: How can we make 𝑽𝑽𝑽𝑽𝒓𝒓[𝒈𝒈𝒌𝒌] smaller?  

𝑔𝑔𝑘𝑘
{𝑖𝑖} = ∇𝑓𝑓𝑖𝑖(𝑥𝑥𝑘𝑘)

𝑉𝑉𝑎𝑎𝐷𝐷 𝑔𝑔𝑘𝑘𝑆𝑆 ≤ 1
|𝑆𝑆|2

∑𝑖𝑖∈𝑆𝑆 Var ∇𝑓𝑓𝑖𝑖 𝑥𝑥𝑘𝑘 = 1
|𝑆𝑆|

𝑉𝑉𝑎𝑎𝐷𝐷[𝑔𝑔𝑘𝑘
𝑖𝑖 ]

𝑔𝑔𝑘𝑘𝑆𝑆 =
1

|𝑆𝑆|
�
𝑖𝑖∈𝑆𝑆

∇𝑓𝑓𝑖𝑖(𝑥𝑥𝑘𝑘)𝑆𝑆 ⊂ {1,2, … ,𝐷𝐷}

Mini-batch SGD

Q: Should we pick large mini-batch from beginning?
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How fast is SGD?

𝑬𝑬[𝒇𝒇 𝒙𝒙𝒌𝒌 − 𝒇𝒇∗] ≤ 𝟏𝟏 − 𝟐𝟐𝝁𝝁𝟐𝟐 𝒌𝒌 (𝒇𝒇 𝒙𝒙𝟎𝟎 − 𝒇𝒇∗) +
𝑳𝑳𝟐𝟐
𝟒𝟒 𝝁𝝁

𝑮𝑮𝟐𝟐

Idea #1:

Start with large step size (learning rate) if we 

are far and decrease it when close to solution!

Idea #2:

Reduce variance by larger batch-size and use 

larger step size!
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GPU – larger batch-size does not mean slower



Smoothing
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Smoothing

● choosing only one function (or a mini-batch) can be very noisy
● could we reuse past gradients (with decaying weight) - as a proxy for full  

gradient?  What do you think?

SGD

𝒙𝒙𝒌𝒌+𝟏𝟏 = 𝒙𝒙𝒌𝒌 − 𝟐𝟐 𝛁𝛁𝛁𝛁𝐢𝐢(𝐱𝐱𝐤𝐤)

SGD + momentum

𝒎𝒎𝒌𝒌+𝟏𝟏= 𝜷𝜷𝒎𝒎𝒌𝒌 + 𝟏𝟏 − 𝜷𝜷 𝛁𝛁𝛁𝛁𝐢𝐢(𝐱𝐱𝐤𝐤)
𝒙𝒙𝒌𝒌+𝟏𝟏 = 𝒙𝒙𝒌𝒌 − 𝟐𝟐𝒎𝒎𝒌𝒌+𝟏𝟏

● usual choice of 

● let                   ,  then             is weighted sum of the past gradients!  

Is it weighted average 

or just weighted sum    .



Smoothing
Is it weighted average 

or just weighted sum?𝒎𝒎𝒌𝒌+𝟏𝟏= 𝜷𝜷𝒎𝒎𝒌𝒌 + 𝟏𝟏 − 𝜷𝜷 𝛁𝛁𝛁𝛁𝐢𝐢(𝐱𝐱𝐤𝐤)

𝒎𝒎𝟎𝟎 = 𝟎𝟎

𝒎𝒎𝟏𝟏 = 𝟏𝟏 − 𝜷𝜷 𝛁𝛁𝛁𝛁𝐢𝐢(𝐱𝐱𝟎𝟎)

𝒎𝒎𝟐𝟐 = 𝜷𝜷𝒎𝒎𝟏𝟏 + 𝟏𝟏 − 𝜷𝜷 𝛁𝛁𝛁𝛁𝐢𝐢 𝐱𝐱𝟏𝟏 = 𝜷𝜷 𝟏𝟏 − 𝜷𝜷 𝛁𝛁𝛁𝛁𝐢𝐢(𝐱𝐱𝟎𝟎) + 𝟏𝟏 − 𝜷𝜷 𝛁𝛁𝛁𝛁𝐢𝐢 𝐱𝐱𝟏𝟏

𝒎𝒎𝒌𝒌 = 𝟏𝟏 − 𝜷𝜷 ∑𝒍𝒍=𝟏𝟏𝒌𝒌 𝜷𝜷𝒌𝒌−𝒍𝒍 𝛁𝛁𝛁𝛁? 𝒙𝒙𝒍𝒍

SGD + momentum

𝒙𝒙𝒌𝒌+𝟏𝟏 = 𝒙𝒙𝒌𝒌 − 𝟐𝟐 �𝒎𝒎𝒌𝒌+𝟏𝟏

�𝒎𝒎𝒌𝒌+𝟏𝟏 =
𝒎𝒎𝒌𝒌+𝟏𝟏

𝟏𝟏 − 𝜷𝜷𝒌𝒌+𝟏𝟏
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Feature 

Scaling and SGD

notation change

𝒙𝒙𝒌𝒌 → 𝒘𝒘𝒌𝒌

𝒇𝒇(𝒙𝒙) → 𝑭𝑭(𝒘𝒘)
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Training Deep Neural Networks (DNNs)

https://neuwritesd.org/2015/10/22/deep-neural-networks-help-us-read-your-mind/

● Hierarchy of 
neurons connected

● Multiple types of 
“layers”

● Can have large 
number of layers
in some 
architectures!

● Billions or 
parameters to tune
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Training Deep Neural Networks (DNNs)

https://d2l.ai/chapter_convolutional-neural-networks/lenet.html

Idea #3:

We should use different learning rate 

for different layers / features!



AdaGrad

John Duchi Elad Hazan Yoram Singer:  Adaptive subgradient methods for online learning 
and stochastic optimization, JMLR 201

SGD

AdaGrad
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Matthew D. Zeiler: ADADELTA: An Adaptive Learning Rate Method, 2021

AdaGrad

● extension of AdaGrad seeks to reduce its aggressive, monotonically decreasing learning rate

● instead of accumulating all past squared gradients, Adadelta restricts the window of 
accumulated past gradients to some fixed size T                 How to implement it efficiently?

Adadelta
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Kingma, Diederik P., and Jimmy Ba: Adam: A method for stochastic optimization, 2014

● Adam "combines" momentum with Adadelta

Adam

● Adam is storing an exponentially decaying average of past squared gradients 

● Adam also keeps an exponentially decaying average of past gradients (similar to momentum) 
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● despite having a constant step-size in the algorithm (AdaGrad, Adadelta, Adam) practitioners
use “learning rate schedules”

lr_scheduler.LambdaLR
lr_scheduler.MultiplicativeLR
lr_scheduler.StepLR
lr_scheduler.MultiStepLR
lr_scheduler.ConstantLR
lr_scheduler.LinearLR
lr_scheduler.ExponentialLR

lr_scheduler.PolynomialLR
lr_scheduler.CosineAnnealingLR
lr_scheduler.ChainedScheduler
lr_scheduler.SequentialLR
lr_scheduler.ReduceLROnPlateau

lr_scheduler.CyclicLR
lr_scheduler.OneCycleLR
lr_scheduler.CosineAnnealingWarmRestarts

Pytorch schedulers

Practical considerations
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Majid Jahani, Sergey Rusakov, Zheng Shi, Peter Richtárik, Michael W. Mahoney, MT: Doubly 
Adaptive Scaled Algorithm for Machine Learning Using Second-Order Information, ICLR 2022

ResNet32 on CIFAR10



Hutchinson’s method

Majid Jahani, Sergey Rusakov, Zheng Shi, Peter Richtárik, Michael Mahoney, Martin Takac 

OASIS: Doubly Adaptive Scaled Algorithm for Machine Learning Using Second-Order Information ICLR’22
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Diagonal Hessian Preconditioning / Scaling

● standard approach in optimization
● simplest - diagonal matrix 

expensive to 
compute

● ADADELTA, ADAGRAD, Adam - use past gradients to 
approximate P
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Diagonal Hessian Preconditioning / Scaling

● standard approach in optimization
● simplest - diagonal matrix 

Hutchinson’s method to estimate diagonal of Hessian

IID, randomly drawn from 
Rademacher distribution

1

1

0

0

After taking 
Expectation
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OASIS vs ADAHESSIAN

ADAHESSIAN: An Adaptive Second Order 
Optimizer for Machine Learning Zhewei Yao, 

Amir Gholami, Sheng Shen, Mustafa Mustafa, 

Kurt Keutzer, Michael W. Mahoney, 2020
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Adaptive Learning Rate
● Fixed step-size is too conservative
● Oasis extends work of Konstantin Mishchenko and Yura Malitsky

[Adaptive gradient descent without descent, ICLM 2020] 
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Adaptive Learning Rate
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Convergence Guarantees

Theorem

Let F(x) is twice differentiable, with Lipschitz continuous 
gradient with parameter L.
Then

●

recall:
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Theorem

Let F(x) is twice differentiable, convex with Lipschitz 
continuous gradient with parameter L. Then

Convergence Guarantees
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Theorem

Let F(x) is twice differentiable,   -strongly convex with 
Lipschitz continuous gradient with parameter L. If

,  then

where

In paper we show also convergence for non-convex and stochastic version of OASIS.

Convergence Guarantees
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Logistic Regression - Batch Setting
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Nonlinear regression - Batch Setting
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Reducing 

Variance of SGD



SAG/SAGA
• Minimizing Finite Sums with the Stochastic Average Gradient, Mark Schmidt, Nicolas Le Roux, Francis Bach  2013
• SAGA: A Fast Incremental Gradient Method With Support for Non-Strongly Convex Composite Objectives, Aaron 

Defazio, Francis Bach, Simon Lacoste-Julien,  2014
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SAG / SAGA - IDEA

Requirements: choose and evaluate gradient for ONLY one stochastic function 𝑓𝑓𝑖𝑖(𝑥𝑥)

Research Question: Can we modify 

SGD to achieve convergence without 

“tricks”

𝒇𝒇𝟏𝟏(𝒙𝒙) 𝒇𝒇𝟐𝟐(𝒙𝒙) 𝒇𝒇𝟑𝟑(𝒙𝒙) 𝒇𝒇𝟒𝟒(𝒙𝒙) 𝒇𝒇𝟓𝟓(𝒙𝒙) 𝒇𝒇𝟔𝟔(𝒙𝒙) 𝒇𝒇𝟕𝟕(𝒙𝒙) 𝒇𝒇𝟖𝟖(𝒙𝒙)

0 0 0 0 0 0 0 0

stored 
gradients 

𝑦𝑦𝑖𝑖0

when 
computed• 𝑥𝑥0

• pick stochastic function 𝑓𝑓5
• compute gradient and store in table



49

SAG / SAGA - IDEA

Requirements: choose and evaluate gradient for ONLY one stochastic function 𝑓𝑓𝑖𝑖(𝑥𝑥)

Research Question: Can we modify 

SGD to achieve convergence without 

“tricks”

𝒇𝒇𝟏𝟏(𝒙𝒙) 𝒇𝒇𝟐𝟐(𝒙𝒙) 𝒇𝒇𝟑𝟑(𝒙𝒙) 𝒇𝒇𝟒𝟒(𝒙𝒙) 𝒇𝒇𝟓𝟓(𝒙𝒙) 𝒇𝒇𝟔𝟔(𝒙𝒙) 𝒇𝒇𝟕𝟕(𝒙𝒙) 𝒇𝒇𝟖𝟖(𝒙𝒙)

0 0 0 0 𝛁𝛁𝒇𝒇𝟓𝟓(𝒙𝒙𝟎𝟎) 0 0 0

𝒙𝒙𝟎𝟎

stored 
gradients 

𝑦𝑦𝑖𝑖0

when 
computed• 𝑥𝑥0

• pick stochastic function 𝑓𝑓5
• compute gradient and store in table
• update  𝑥𝑥1 = 𝑥𝑥0 − 𝜂𝜂 1

8
∑𝑖𝑖 𝑦𝑦𝑖𝑖0
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SAG / SAGA - IDEA

Requirements: choose and evaluate gradient for ONLY one stochastic function 𝑓𝑓𝑖𝑖(𝑥𝑥)

𝒇𝒇𝟏𝟏(𝒙𝒙) 𝒇𝒇𝟐𝟐(𝒙𝒙) 𝒇𝒇𝟑𝟑(𝒙𝒙) 𝒇𝒇𝟒𝟒(𝒙𝒙) 𝒇𝒇𝟓𝟓(𝒙𝒙) 𝒇𝒇𝟔𝟔(𝒙𝒙) 𝒇𝒇𝟕𝟕(𝒙𝒙) 𝒇𝒇𝟖𝟖(𝒙𝒙)

0 0 0 0 𝛁𝛁𝒇𝒇𝟓𝟓(𝒙𝒙𝟎𝟎) 0 𝛁𝛁𝒇𝒇𝟕𝟕(𝒙𝒙𝟏𝟏) 0

𝒙𝒙𝟎𝟎 𝒙𝒙𝟏𝟏

stored 
gradients 

𝑦𝑦𝑖𝑖1

when 
computed• 𝑥𝑥1

• pick stochastic function 𝑓𝑓7
• compute gradient and store in table
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SAG / SAGA - IDEA

Requirements: choose and evaluate gradient for ONLY one stochastic function 𝑓𝑓𝑖𝑖(𝑥𝑥)

𝒇𝒇𝟏𝟏(𝒙𝒙) 𝒇𝒇𝟐𝟐(𝒙𝒙) 𝒇𝒇𝟑𝟑(𝒙𝒙) 𝒇𝒇𝟒𝟒(𝒙𝒙) 𝒇𝒇𝟓𝟓(𝒙𝒙) 𝒇𝒇𝟔𝟔(𝒙𝒙) 𝒇𝒇𝟕𝟕(𝒙𝒙) 𝒇𝒇𝟖𝟖(𝒙𝒙)

0 0 0 0 𝛁𝛁𝒇𝒇𝟓𝟓(𝒙𝒙𝟎𝟎) 0 𝛁𝛁𝒇𝒇𝟕𝟕(𝒙𝒙𝟏𝟏) 0

𝒙𝒙𝟎𝟎 𝒙𝒙𝟏𝟏

stored 
gradients 

𝑦𝑦𝑖𝑖1

when 
computed• 𝑥𝑥1

• pick stochastic function 𝑓𝑓7
• compute gradient and store in table
• update  𝑥𝑥2 = 𝑥𝑥1 − 𝜂𝜂 1

8
∑𝑖𝑖 𝑦𝑦𝑖𝑖1

Question: should it converge to optimal 

solution (with fixed step-size)?
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SAG / SAGA

Pros:
● Linear convergence rate!

Contra:
● Extra storage!

Need to store “n” gradients.

(SAGA)

(SAG)

𝑥𝑥𝑘𝑘+1 = 𝑥𝑥𝑘𝑘 − 𝜂𝜂
∇𝑓𝑓𝑖𝑖 𝑥𝑥𝑘𝑘 − 𝑦𝑦𝑖𝑖𝑘𝑘−1

𝐷𝐷 +
1
𝐷𝐷
�
𝑖𝑖

𝑦𝑦𝑖𝑖𝑘𝑘−1

𝑦𝑦𝑖𝑖𝑘𝑘 = �
∇𝑓𝑓𝑖𝑖 𝑥𝑥𝑘𝑘
𝑦𝑦𝑖𝑖𝑘𝑘−1

if function i was selected 
at k-th iteration

otherwise

𝑥𝑥𝑘𝑘+1 = 𝑥𝑥𝑘𝑘 − 𝜂𝜂 ∇𝑓𝑓𝑖𝑖 𝑥𝑥𝑘𝑘 − 𝑦𝑦𝑖𝑖𝑘𝑘−1 + 1
𝑛𝑛
∑𝑖𝑖 𝑦𝑦𝑖𝑖𝑘𝑘−1

Theorem:

𝐸𝐸 𝑥𝑥𝑘𝑘 − 𝑥𝑥∗ 2 ≤ 1 −
𝜇𝜇

2 𝜇𝜇𝐷𝐷 + 𝐿𝐿

𝑘𝑘

⋅ 𝑥𝑥0 − 𝑥𝑥∗ 2 +
𝐷𝐷

𝐷𝐷𝜇𝜇 + 𝐿𝐿
(𝑓𝑓 𝑥𝑥0 − 𝑓𝑓∗)



SVRG: Stochastic Variance Reduced Gradient
Accelerating Stochastic Gradient Descent using Predictive Variance Reduction, Rie Johnson, Tong Zhang, 2013
A Proximal Stochastic Gradient Method with Progressive Variance Reduction, Lin Xiao, Tong Zhang, 2014
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● Modify stochastic gradient (decrease variance overtime)
1. choose 𝑥𝑥0
2. set �𝑥𝑥 = 𝑥𝑥0
3. for 𝑘𝑘 = 0, 1, 2, …
4. choose 𝐷𝐷 ∈ {1, 2, … ,𝐷𝐷}
5. 𝑥𝑥𝑘𝑘+1 = 𝑥𝑥𝑘𝑘 − 𝜂𝜂 ∇𝑓𝑓𝑖𝑖 𝑥𝑥𝑘𝑘 − ∇𝑓𝑓𝑖𝑖 �𝑥𝑥 + ∇𝑓𝑓 ( �𝑥𝑥)

Second moment can be bounded (by suboptimality):

𝐸𝐸 𝑣𝑣𝑘𝑘 2 ≤ 4 𝐿𝐿 (𝑓𝑓 𝑥𝑥𝑘𝑘 − 𝑓𝑓∗ + 𝑓𝑓 �𝑥𝑥 − 𝑓𝑓∗)

Unbiased stochastic gradient:  𝐸𝐸 𝑣𝑣𝑘𝑘 𝑥𝑥𝑘𝑘] = ∇𝑓𝑓 𝑥𝑥𝑘𝑘

The Idea Research Question: How to eliminate 

storage in SAG?

𝑣𝑣𝑘𝑘
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● Choose 𝜂𝜂 < 1
2𝐿𝐿

and 𝑚𝑚 ∈ 𝑁𝑁

such that                          𝛼𝛼 = 1
𝜇𝜇𝜂𝜂(1 −2 𝐿𝐿𝜂𝜂)𝑚𝑚

+ 2 𝐿𝐿𝜂𝜂
1−2 𝐿𝐿𝜂𝜂

< 1

● Choose �𝑥𝑥+ ∈ {𝑥𝑥0, 𝑥𝑥1, … , 𝑥𝑥𝑚𝑚−1} randomly, then 

𝐸𝐸 𝑓𝑓 �𝑥𝑥+ − 𝑓𝑓∗ ≤ 𝛼𝛼 𝐸𝐸 𝑓𝑓 �𝑥𝑥 − 𝑓𝑓∗

Note: For fixed step-size 𝜂𝜂 we do not converge to optimal solution!    

Restarting

Convergence of SVRG

�𝑥𝑥(0) → �𝑥𝑥(1) → �𝑥𝑥(2)→ ⋯ → �𝑥𝑥(𝑠𝑠)

𝐸𝐸 𝑓𝑓 �𝑥𝑥(𝑠𝑠) − 𝑓𝑓∗ ≤ 𝛼𝛼𝑠𝑠 𝐸𝐸 𝑓𝑓 �𝑥𝑥(0) − 𝑓𝑓∗
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SVRG Algorithm

● How to choose “m” in algorithm?  
(PS: theory too pessimistic)

“m” too small!
good “m” 

“m” too large!
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Sensitivity of SVRG on “m”

𝑓𝑓
𝑥𝑥 𝑘𝑘

−
𝑓𝑓∗
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Research Challenges

● SAG/SAGA - large extra storage!          
Can we eliminate it and keep linear convergence?

● SVRG - Performance sensitive on “m”          
Can we restart based on runtime criteria?



SARAH
SARAH: A Novel Method for Machine Learning Problems Using Stochastic Recursive Gradient  
Lam Nguyen, Jie Liu, Katya Scheinberg, MT,  ICML
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𝒗𝒗𝒌𝒌+𝟏𝟏 = 

● We want
𝒗𝒗𝒌𝒌≈ 𝛁𝛁𝛁𝛁(𝐱𝐱𝐤𝐤)

● We also want to use only one function 𝑓𝑓𝑖𝑖(𝑥𝑥) to define 
the stochastic gradient 

● A little bit similar to momentum 𝒗𝒗𝒌𝒌 = 𝟎𝟎.𝟗𝟗𝟓𝟓 𝒗𝒗𝒌𝒌−𝟏𝟏 + 𝟎𝟎.𝟎𝟎𝟓𝟓 𝛁𝛁𝛁𝛁𝐢𝐢(𝐱𝐱𝐤𝐤)

+𝒗𝒗𝒌𝒌∇𝑓𝑓𝑖𝑖 𝑥𝑥𝑘𝑘 − ∇𝑓𝑓𝑖𝑖(𝑥𝑥𝑘𝑘−1)

The New Stochastic Gradient
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No extra storage is needed!

● It does restarting (like SVRG)
● Is “similar” to SAG/SAGA, but DOESN’T need extra storage

1. choose 𝑥𝑥0, compute 𝑣𝑣0 = ∇𝑓𝑓(𝑥𝑥0)
2. set 𝑥𝑥1 = 𝑥𝑥0 − 𝐿𝐿 𝑣𝑣0
3. for 𝑘𝑘 = 1, 2, … ,𝑚𝑚
4. choose 𝐷𝐷 ∈ {1, 2, … ,𝐷𝐷}
5. update  𝑣𝑣𝑘𝑘 = ∇𝑓𝑓𝑖𝑖 𝑥𝑥𝑘𝑘 − ∇𝑓𝑓𝑖𝑖 𝑥𝑥𝑘𝑘−1 + 𝑣𝑣𝑘𝑘−1
6. set  𝑥𝑥𝑘𝑘+1 = 𝑥𝑥𝑘𝑘 − 𝜂𝜂𝑣𝑣𝑘𝑘

The Big Picture
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SARAH is Conditionally Biased

We have
𝐸𝐸[𝑣𝑣𝑘𝑘 ℱ = ∇𝑓𝑓 𝑥𝑥𝑘𝑘 − ∇𝑓𝑓 𝑥𝑥𝑘𝑘−1 + 𝑣𝑣𝑘𝑘−1 ≠ ∇𝑓𝑓 xk

• Recall: 𝑣𝑣𝑘𝑘 = ∇𝑓𝑓𝑖𝑖 𝑥𝑥𝑘𝑘 − ∇𝑓𝑓𝑖𝑖 𝑥𝑥𝑘𝑘−1 + 𝑣𝑣𝑘𝑘−1

conditioned on {𝑥𝑥0, 𝑥𝑥1, … , 𝑥𝑥𝑘𝑘−1}

However, it holds that 𝑬𝑬 𝒗𝒗𝒌𝒌 = 𝑬𝑬[ 𝛁𝛁𝒇𝒇 𝒙𝒙𝒌𝒌 ]

∀𝐷𝐷: 𝑓𝑓𝑖𝑖 𝑥𝑥 is strongly convex

𝑓𝑓 𝑥𝑥 is strongly convex

SARAH is converging (somewhere)!

Theorem:

E 𝑣𝑣𝑘𝑘 2 =
1 −

2
𝜂𝜂𝐿𝐿 − 1 𝜇𝜇2𝜂𝜂2

𝑡𝑡

1−
2 𝜇𝜇𝐿𝐿𝜂𝜂
𝜇𝜇 + 𝐿𝐿

𝑡𝑡 ⋅ E ∇𝐹𝐹 𝑥𝑥0 2
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SARAH Convergence

● Choose 𝜂𝜂 < 2
𝐿𝐿
, and 𝑚𝑚 such that

𝛼𝛼 =
1

𝜇𝜇𝜂𝜂(𝑚𝑚 + 1)
+

𝜂𝜂𝐿𝐿
2 − 𝜂𝜂𝐿𝐿

< 1

● let
�𝑥𝑥+ ∈ {𝑥𝑥0, 𝑥𝑥1, … , 𝑥𝑥𝑚𝑚−1}

● Then
𝐸𝐸 ∇𝑓𝑓 �𝑥𝑥+ 2 ≤ 𝛼𝛼 ⋅ 𝐸𝐸 ∇𝑓𝑓 𝑥𝑥0 2

Ok, this is similar to SVRG (a little bit better), but still  ….  
why it is cool?
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SARAH Demonstration

RCV Dataset SVRG and  SARAH 
need full gradient 
after restart

Variance of 
SARAH goes to 
zero

Variance of SVRG 
is decreased after 
each restart
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SARAH Demonstration

Early termination



SARAH+

Practical Variant
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SARAH+
Fact #1:   Size of update is shrinking 

Heuristic: Restart algorithm when 𝑣𝑣𝑘𝑘 2 < 𝐿𝐿 𝑣𝑣0 2

𝐿𝐿 ≈
1

10
good performance 
across many datasets

It doesn’t make sense to do many tiny steps!
𝑓𝑓
𝑥𝑥 𝑘𝑘

−
𝑓𝑓∗
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One has to tune 

parameters to get a 

good performance!

Not for SARAH+!

𝑓𝑓
𝑥𝑥 𝑘𝑘

−
𝑓𝑓∗
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More cases already covered:
● Smooth, convex objective function           (sublinear rate)

● Smooth, non-convex objective function   (sublinear rate)

● Smooth, gradient dominated function       (linear rate)

Practical variant available
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The step-size issue ……

ALL algorithms discussed so far – we need to PICK step-size 𝜂𝜂 Q: why? How to make it better?

• assume that 𝑓𝑓(𝑥𝑥) is convex and L-smooth, i.e. ∇𝑓𝑓 𝑥𝑥 − ∇𝑓𝑓(𝑦𝑦) ≤ 𝐿𝐿 𝑥𝑥 − 𝑦𝑦 then

IF  𝟐𝟐 ≤ 𝟏𝟏
𝑳𝑳

THEN Gradient Descent

𝑥𝑥𝑡𝑡+1 = 𝑥𝑥𝑡𝑡 − 𝜂𝜂 ∇𝑓𝑓 𝑥𝑥𝑡𝑡
converges to optimal solution!
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Backtracking Line-Search

Yurii Nesterov: Gradient methods for minimizing composite objective function 

repeat

pick 𝑥𝑥0 and initial estimate 𝐿𝐿0 ∈ 𝑅𝑅++
iterate k = 0, 1, 2, 3, …

choose 𝜂𝜂 = 1
𝐿𝐿𝑘𝑘

define �̅�𝑥 = 𝑥𝑥𝑡𝑡 − 𝜂𝜂 ∇𝑓𝑓(𝑥𝑥𝑡𝑡)

IF 𝑓𝑓 �̅�𝑥 ≤ 𝑓𝑓 𝑥𝑥𝑡𝑡 −
𝜂𝜂
2

∇𝑓𝑓 𝑥𝑥𝑡𝑡 2

𝑥𝑥𝑡𝑡+1 = �̅�𝑥 ;  break

ELSE

𝐿𝐿𝑘𝑘 = 𝐿𝐿𝑘𝑘 ⋅ 2

𝐿𝐿𝑘𝑘 = 𝐿𝐿𝑘𝑘/ 2



Polyak Step-Size
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Поляк (Polyak) Step-Size

Борис Поляк

can be replaced 

by  lowerbound
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Stochastic Polyak Step-size (SPS)

N Loizou, S Vaswani, I Laradji, S Lacoste-Julien: Stochastic Polyak step-size for SGD: 
An adaptive learning rate for fast convergence AISTATS 2020
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Stochastic Polyak Step-size (SPS)

N Loizou, S Vaswani, I Laradji, S Lacoste-Julien: Stochastic Polyak step-size for SGD: 
An adaptive learning rate for fast convergence, AISTATS 2020

in many ML problems, we can choose 
Assumption

Theorem

where

then
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Stochastic Polyak Step-size (SPS)

N Loizou, S Vaswani, I Laradji, S Lacoste-Julien: Stochastic Polyak step-size for SGD: 
An adaptive learning rate for fast convergence, AISTATS 2020
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Robert M. Gower, Aaron Defazio, Michael Rabbat: Stochastic Polyak Stepsize with a 
Moving Target, 2021

Stochastic Polyak Step-size + Interpolation

interpolation assumption

Question #1

Why we should use 

Euclidean norm?

Question #2

Why linearize?



79

Polyak Step-Size With Scaling

● Stochastic Polyak - the same step size for all features! Can we improve it?

Adding scaling 
to Polyak step size

such that

change 
norm
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Polyak Step-Size With Scaling and Curvature
● How can we include curvature information?

such that

such that

Could replace by Hessian 
approximation with rank1

HARD  to solve
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Polyak Step-Size With Scaling and Curvature

Shuang Li, William Joseph Swartworth, MT, Deanna Needell, Robert M. Gower: SP2: A 
Second Order Stochastic Polyak Method, ICLR 2023 
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Polyak Step-Size With Scaling and Curvature

Shuang Li, William Joseph Swartworth, MT, Deanna Needell, Robert M. Gower: SP2: A 
Second Order Stochastic Polyak Method, ICLR 2023 



+ momentum to Polyak step-size (MoMo)



Adding Momentum, how ?

Fabian Schaipp, Ruben Ohana, Michael Eickenberg, Aaron Defazio, Robert M. Gower 

MoMo: Momentum Models for Adaptive Learning Rates

SGD

HARD  to solve



Adding Momentum, how ?

Fabian Schaipp, Ruben Ohana, Michael Eickenberg, Aaron Defazio, Robert M. Gower 

MoMo: Momentum Models for Adaptive Learning Rates

Closed form solution:



How it works?

Fabian Schaipp, Ruben Ohana, Michael Eickenberg, Aaron Defazio, Robert M. Gower 

MoMo: Momentum Models for Adaptive Learning Rates



Fabian Schaipp, Ruben Ohana, Michael Eickenberg, Aaron Defazio, Robert M. Gower 

MoMo: Momentum Models for Adaptive Learning Rates



AI-SARAH 
Adaptive and Implicit SARAH
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Research Challenge

• SARAH produces smoother trajectories than SGD
• we still need to pick a learning rate 

can we develop an adaptive strategy for SARAH?  

pick      that will minimize 
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An Example

Logistic regression

Hessian
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distribution of s(w)
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AI-SARAH

one Newton step is sufficient, easy to implement in pytorch

local curvature of minibatch S may be different from 
curvature on the whole dataset. We use exponential 
smoothing of            ‘s as upper-bound on step-size 



extensive hyper-parameter tuning ~5,000



Mohamed bin Zayed
University of Artificial Intelligence
Masdar City
Abu Dhabi
United Arab Emirates



Unlocking Machine Learning Potentials 

with Innovative SGD Algorithms

Martin Takáč

ASCOMP 2024 Autumn School
2024/07/12
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Training procedure

min
𝑥𝑥∈𝑅𝑅𝑑𝑑

𝐸𝐸[𝑓𝑓 𝜙𝜙 𝑎𝑎𝑖𝑖; 𝑥𝑥 ,𝑦𝑦𝑖𝑖 ]

min
𝑥𝑥∈𝑅𝑅𝑑𝑑

𝑓𝑓 𝑥𝑥 =
1
𝑛𝑛
�
𝑖𝑖=1

𝑛𝑛

𝑓𝑓 𝜙𝜙 𝑎𝑎𝑖𝑖; 𝑥𝑥 ,𝑦𝑦𝑖𝑖 =
1
𝑛𝑛
�
𝑖𝑖=1

𝑛𝑛

𝑓𝑓𝑖𝑖 (𝑥𝑥)
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How fast is SGD?

𝑬𝑬[𝒇𝒇 𝒙𝒙𝒌𝒌 − 𝒇𝒇∗] ≤ 𝟏𝟏 − 𝟐𝟐𝟐𝟐𝟐𝟐 𝒌𝒌 (𝒇𝒇 𝒙𝒙𝟎𝟎 − 𝒇𝒇∗) +
𝑳𝑳𝟐𝟐
𝟒𝟒 𝟐𝟐

𝑮𝑮𝟐𝟐



4

● It does restarting (like SVRG)
● Is “similar” to SAG/SAGA, but DOESN’T need extra storage

1. choose 𝑥𝑥0, compute 𝑣𝑣0 = ∇𝑓𝑓(𝑥𝑥0)
2. set 𝑥𝑥1 = 𝑥𝑥0 − 𝛾𝛾 𝑣𝑣0
3. for 𝑘𝑘 = 1, 2, … ,𝑚𝑚
4. choose 𝑖𝑖 ∈ {1, 2, … ,𝑛𝑛}
5. update  𝑣𝑣𝑘𝑘 = ∇𝑓𝑓𝑖𝑖 𝑥𝑥𝑘𝑘 − ∇𝑓𝑓𝑖𝑖 𝑥𝑥𝑘𝑘−1 + 𝑣𝑣𝑘𝑘−1
6. set  𝑥𝑥𝑘𝑘+1 = 𝑥𝑥𝑘𝑘 − 𝜂𝜂𝑣𝑣𝑘𝑘

The Big Picture

Can we use it in 

practice?



Polyak Step-Size
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Поляк (Polyak) Step-Size

Борис Поляк

can be replaced 

by  lowerbound
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Stochastic Polyak Step-size (SPS)

N Loizou, S Vaswani, I Laradji, S Lacoste-Julien: Stochastic Polyak step-size for SGD: 
An adaptive learning rate for fast convergence AISTATS 2020
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Stochastic Polyak Step-size (SPS)

N Loizou, S Vaswani, I Laradji, S Lacoste-Julien: Stochastic Polyak step-size for SGD: 
An adaptive learning rate for fast convergence, AISTATS 2020

in many ML problems, we can choose 
Assumption

Theorem

where

then
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Stochastic Polyak Step-size (SPS)

N Loizou, S Vaswani, I Laradji, S Lacoste-Julien: Stochastic Polyak step-size for SGD: 
An adaptive learning rate for fast convergence, AISTATS 2020
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Robert M. Gower, Aaron Defazio, Michael Rabbat: Stochastic Polyak Stepsize with a 
Moving Target, 2021

Stochastic Polyak Step-size + Interpolation

interpolation assumption

Question #1

Why we should use 

Euclidean norm?

Question #2

Why linearize?
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Polyak Step-Size With Scaling

● Stochastic Polyak - the same step size for all features! Can we improve it?

Adding scaling 
to Polyak step size

such that

change 
norm
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Polyak Step-Size With Scaling and Curvature
● How can we include curvature information?

such that

such that

Could replace by Hessian 
approximation with rank1

HARD  to solve
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Polyak Step-Size With Scaling and Curvature

Shuang Li, William Joseph Swartworth, MT, Deanna Needell, Robert M. Gower: SP2: A 
Second Order Stochastic Polyak Method, ICLR 2023 
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Polyak Step-Size With Scaling and Curvature

Shuang Li, William Joseph Swartworth, MT, Deanna Needell, Robert M. Gower: SP2: A 
Second Order Stochastic Polyak Method, ICLR 2023 



+ momentum to Polyak step-size (MoMo)



Adding Momentum, how ?

Fabian Schaipp, Ruben Ohana, Michael Eickenberg, Aaron Defazio, Robert M. Gower 

MoMo: Momentum Models for Adaptive Learning Rates

SGD

HARD  to solve



Adding Momentum, how ?

Fabian Schaipp, Ruben Ohana, Michael Eickenberg, Aaron Defazio, Robert M. Gower 

MoMo: Momentum Models for Adaptive Learning Rates

Closed form solution:



How it works?

Fabian Schaipp, Ruben Ohana, Michael Eickenberg, Aaron Defazio, Robert M. Gower 

MoMo: Momentum Models for Adaptive Learning Rates



Fabian Schaipp, Ruben Ohana, Michael Eickenberg, Aaron Defazio, Robert M. Gower 

MoMo: Momentum Models for Adaptive Learning Rates



AI-SARAH 
Adaptive and Implicit SARAH
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Research Challenge

• SARAH produces smoother trajectories than SGD
• we still need to pick a learning rate 

can we develop an adaptive strategy for SARAH?  

pick      that will minimize 
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An Example

Logistic regression

Hessian
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distribution of s(w)
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AI-SARAH

one Newton step is sufficient, easy to implement in pytorch

local curvature of minibatch S may be different from 
curvature on the whole dataset. We use exponential 
smoothing of            ‘s as upper-bound on step-size 



extensive hyper-parameter tuning ~5,000
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D-Adaptation

Konstantin Mishchenko Aaron Defazio
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What is a good step-size for Adam?

If you check some libraries, one see that 𝜂𝜂 depends on batch-size |𝑆𝑆|

https://github.com/huggingface/pytorch-image-models

https://github.com/NVlabs/stylegan/blob/master/train.py

https://github.com/ajbrock/BigGAN-PyTorch

… the same for computer vision

… and in GANs

A lot of hyper-parameters to tune ….
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Sub-gradient Descent

Algorithm: Sub-gradient Descent

input: 𝑥𝑥0, 𝜂𝜂𝑘𝑘 > 0

for: 𝑘𝑘 = 0, 1, … ,

𝑔𝑔𝑘𝑘 ∈ 𝜕𝜕𝑓𝑓(𝑥𝑥𝑘𝑘)

𝑥𝑥𝑘𝑘+1 = 𝑥𝑥𝑘𝑘 − 𝜂𝜂𝑘𝑘𝑔𝑔𝑘𝑘
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Sub-gradient Descent

Algorithm: Sub-gradient Descent

input: 𝑥𝑥0, 𝜂𝜂𝑘𝑘 > 0

for: 𝑘𝑘 = 0, 1, … ,

𝑔𝑔𝑘𝑘 ∈ 𝜕𝜕𝑓𝑓(𝑥𝑥𝑘𝑘)

𝑥𝑥𝑘𝑘+1 = 𝑥𝑥𝑘𝑘 − 𝜂𝜂𝑘𝑘𝑔𝑔𝑘𝑘
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Sub-gradient Descent

Algorithm: Sub-gradient Descent

input: 𝑥𝑥0, 𝟐𝟐𝒌𝒌 > 𝟎𝟎

for: 𝑘𝑘 = 0, 1, … ,

𝑔𝑔𝑘𝑘 ∈ 𝜕𝜕𝑓𝑓(𝑥𝑥𝑘𝑘)

𝑥𝑥𝑘𝑘+1 = 𝑥𝑥𝑘𝑘 − 𝟐𝟐𝒌𝒌𝑔𝑔𝑘𝑘

What is the optimal step-size?

optimal step-size: 𝟐𝟐𝒌𝒌 = 𝑫𝑫
𝒌𝒌 𝑮𝑮

𝑫𝑫 = 𝒙𝒙𝟎𝟎 − 𝒙𝒙∗
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Normalized Gradient by Наум Зуселевич Шор

input: 𝑥𝑥0, 𝜂𝜂𝑘𝑘 > 0

for: 𝑘𝑘 = 0, 1, … ,

𝑔𝑔𝑘𝑘 ∈ 𝜕𝜕𝑓𝑓(𝑥𝑥𝑘𝑘)

𝑥𝑥𝑘𝑘+1 = 𝑥𝑥𝑘𝑘 − 𝜂𝜂𝑘𝑘
𝑔𝑔𝑘𝑘
𝑔𝑔𝑘𝑘

Algorithm Why we need to normalize?

If 𝑔𝑔𝑘𝑘 ∈ 𝜕𝜕𝑓𝑓(𝑥𝑥𝑘𝑘) then ||𝑔𝑔𝑘𝑘|| can be meaningless 
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Normalized Gradient by Наум Зуселевич Шор

input: 𝑥𝑥0, 𝜂𝜂𝑘𝑘 > 0

for: 𝑘𝑘 = 0, 1, … ,

𝑔𝑔𝑘𝑘 ∈ 𝜕𝜕𝑓𝑓(𝑥𝑥𝑘𝑘)

𝑥𝑥𝑘𝑘+1 = 𝑥𝑥𝑘𝑘 − 𝜂𝜂𝑘𝑘
𝑔𝑔𝑘𝑘
𝑔𝑔𝑘𝑘

Algorithm

Theorem

For nonsmooth f x with |𝑔𝑔𝑘𝑘| ≤ 𝐺𝐺 with
𝜂𝜂𝑘𝑘 = 𝐷𝐷

𝑘𝑘
we have

min
𝑘𝑘≤𝑛𝑛

𝑓𝑓 𝑥𝑥𝑘𝑘 − 𝑓𝑓∗ = 𝑂𝑂 𝐺𝐺𝐷𝐷
𝑛𝑛

Step-size does 

not depend on G!
BUT….

decresing and need D!
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Adagrad-Norm

𝑥𝑥𝑘𝑘+1 = 𝑥𝑥𝑘𝑘 − 𝜂𝜂𝑘𝑘
𝑔𝑔𝑘𝑘
𝑔𝑔𝑘𝑘

Normalized GD

𝜂𝜂𝑘𝑘 =
𝐷𝐷
𝑘𝑘

𝑥𝑥𝑘𝑘+1 = 𝑥𝑥𝑘𝑘 −
𝐷𝐷
𝑘𝑘

𝑔𝑔𝑘𝑘
𝑔𝑔𝑘𝑘

AdaGrad norm

𝑥𝑥𝑘𝑘+1 = 𝑥𝑥𝑘𝑘 − 𝐷𝐷
𝑔𝑔𝑘𝑘

∑𝑡𝑡=0𝑘𝑘 𝑔𝑔𝑡𝑡 2

A bit more adaptive, but still need D
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Idea: approximate 𝑫𝑫 from history of points! 

𝒅𝒅𝒌𝒌 = 𝒙𝒙𝟎𝟎 − 𝒙𝒙𝒌𝒌 ≈ ||𝒙𝒙𝟎𝟎 − 𝒙𝒙∗||

DoG (Distance over Gradients)

𝑥𝑥𝑘𝑘+1 = 𝑥𝑥𝑘𝑘 − 𝟐𝟐𝒌𝒌𝑔𝑔𝑘𝑘

𝑫𝑫 = 𝒙𝒙𝟎𝟎 − 𝒙𝒙∗

Recall: Sub-gradient method 

estimate using Adagrad

𝐺𝐺 𝑘𝑘 ≈ �
𝑡𝑡=0

𝑘𝑘

𝑔𝑔𝑡𝑡 2

𝟐𝟐𝒌𝒌 =
𝑫𝑫
𝒌𝒌 𝑮𝑮

𝑫𝑫𝑫𝑫𝑮𝑮: 𝒅𝒅𝒌𝒌 = max
𝒕𝒕≤𝒌𝒌

𝒙𝒙𝟎𝟎 − 𝒙𝒙𝒕𝒕 ≈ 𝑫𝑫

𝑥𝑥𝑘𝑘+1 = 𝑥𝑥𝑘𝑘 −
max
𝒕𝒕≤𝒌𝒌

𝒙𝒙𝟎𝟎 − 𝒙𝒙𝒕𝒕

∑𝑡𝑡=0𝑘𝑘 𝑔𝑔𝑡𝑡 2
𝑔𝑔𝑘𝑘

Theorem: if ||𝑔𝑔𝑘𝑘|| ≤ 𝐺𝐺, then

min
𝑘𝑘≤𝑡𝑡

𝑓𝑓 𝑥𝑥𝑘𝑘 − 𝑓𝑓∗ = 𝑂𝑂
𝐷𝐷𝐺𝐺 log 𝐷𝐷

𝑑𝑑0
𝑡𝑡
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DoWG (Distance over Weighted Gradients)
𝑫𝑫𝑫𝑫𝑮𝑮

𝑥𝑥𝑘𝑘+1 = 𝑥𝑥𝑘𝑘 −
𝒅𝒅𝒌𝒌

∑𝑡𝑡=0𝑘𝑘 𝑔𝑔𝑡𝑡 2
𝑔𝑔𝑘𝑘

𝑫𝑫𝑫𝑫𝑫𝑫𝑮𝑮
𝑥𝑥𝑘𝑘+1 = 𝑥𝑥𝑘𝑘 −

𝒅𝒅𝒌𝒌𝟐𝟐

∑𝑡𝑡=0𝑘𝑘 𝑑𝑑𝑡𝑡2 𝑔𝑔𝑡𝑡 2
𝑔𝑔𝑘𝑘

𝒅𝒅𝒌𝒌= max
𝒕𝒕≤𝒌𝒌

𝒙𝒙𝟎𝟎 − 𝒙𝒙𝒕𝒕

Theorem: if ||𝑔𝑔𝑘𝑘|| ≤ 𝐺𝐺, then

min
𝑘𝑘≤𝑡𝑡

𝑓𝑓 𝑥𝑥𝑘𝑘 − 𝑓𝑓∗ = 𝑂𝑂
𝐷𝐷𝐺𝐺 log 𝐷𝐷

𝑑𝑑0
𝑡𝑡
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VGG11 on CIFAR10
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ResNet-50 on CIFAR10
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Adaptive 

Batch-Size



Recall:

𝑬𝑬[𝒇𝒇 𝒙𝒙𝒌𝒌 − 𝒇𝒇∗] ≤ 𝟏𝟏 − 𝟐𝟐𝟐𝟐𝟐𝟐 𝒌𝒌 (𝒇𝒇 𝒙𝒙𝟎𝟎 − 𝒇𝒇∗) +
𝑳𝑳𝟐𝟐
𝟒𝟒 𝟐𝟐

𝑮𝑮𝟐𝟐



Let’s Consider Deterministic Setting

True gradientDeterministic 
approx. gradient

What conditions we need for 

convergence of approximate 

gradient descent?

Norm test (condition):



Let’s Consider Deterministic Setting

Raghu Bollapragada, Richard Byrd, and Jorge Nocedal Adaptive sampling strategies for 
stochastic optimization. SIAM Journal on Optimization, 28(4):3312–3343, 2018.

Inner Product  test (condition):



Let’s switch to stochastic setting!

Condition may not hold, but will be valid “in expectation” 

What do we need to hope

for convergence?

require the sample size |S| be large enough so that the condition is satisfied 

Control the variance of LHS



Reformulate the condition HARD to compute!

Raghu Bollapragada, Richard Byrd, and Jorge Nocedal Adaptive sampling strategies for 
stochastic optimization. SIAM Journal on Optimization, 28(4):3312–3343, 2018.

Easier to compute if we can compute                 

exact test

Practical (approximate) test



The Orthogonality Test

Raghu Bollapragada, Richard Byrd, and Jorge Nocedal Adaptive sampling strategies for 
stochastic optimization. SIAM Journal on Optimization, 28(4):3312–3343, 2018.

● Less restricted, needed for proving the convergence!

● We need to make sure that  
note that 

need to bound its variance

approximate test



The Convergence Guarantee

Raghu Bollapragada, Richard Byrd, and Jorge Nocedal Adaptive sampling strategies for 
stochastic optimization. SIAM Journal on Optimization, 28(4):3312–3343, 2018.

● Let F(w) be L smooth and       strongly convex;

● The |S| is picked such that exact inner and orthogonality tests hold

then
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Refined AdaGrad analysis by Li & Orabona

Xiaoyu Li, Francesco Orabona: On the Convergence of Stochastic Gradient Descent with 
Adaptive Stepsizes 



Combining Bollapragada et al. (2018) + Li & Orabona (2019) 

Petr Ostroukhov, Dmitry Kamzolov, Chulu Xiang, Aigerim Zhumabayeva, Alexander 

Gasnikov, MT: DoubleAdaGrad: AdaGrad With Adaptive Batch Size, 2023
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